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PC fundamentals

Add the following:

     remaining course material, with in-depth treatment of memory issues

all remaining notes

have several HW CD-ROMs; 

White, How Computers Work

Messmer, Scot Mueller

add Norton exercises and expand on them

Norton’s programs

memory issues: several mag articles and TWO books

DEBUG ENTRÄSELT

The reason PCs are used so much is that they are so versatile. 

This ties into the next topic:

Overview of PC functioning

Hold up a bottle opener

The thing that makes a PC different than a bottle opener is the SW!

A PC works on several planes at the same time:

· at the bit level

· at the component level

· at the BIOS level

· at the operating system level

· at the user software level

Without the last three levels, a PC is not more versatile than a bottle opener!

1 byte = 2 hex digits

Strings

Ways to delimit:

1. Extra number denotes the string size. This spec is placed at the beginning of the string as the header.

The number of bytes allows to specifiy the string size determines the maximum string length. EXAMPLES: the 64 k limit for BASIC programs and data, memory banks (Norton, p. 82), the 32 Mb limit for hard disks (the specification of the number of sectors is a 16-bit number). A common string length is 256 bytes, becuz the header is one byte (maximum value is 256).

1. Use a delimiter

Common delimiters are the null byte (ASCII 0, 127) or Return, ASCII 13.

This character may not occur in the string.

Character Sets

ASCII code

The second half is not standardized. This is a reason why some printers don’t print characters in the second half correctly, such as the umlauts.

ASCII files
Although the ASCII code provides a “universal file format” (note the second half is not standardized), problems can arise when transferring ASCII files from one system to another. The reason is that not all ASCII files use the same symbols to denote end of line, end of paragraph and end of file.

The ASCII table is not exactly identical with the PC character set (Norton, p. 34). Major deviations:

1. backslash

2. zeros (see below)

3. no. 127

Blank (no. 32) for normal use; printer advances one space.

Zero characters no. 0, 255: are totally ignored, the printer does not advance (like NOP)

Zeros: ASCII: no. 0 and 127

            PC character set: no. 255

Entering ASCII-255 makes it possible to add blanks  to file names (otherwise not possible)

ASCII control characters

Norton, p. 36

no. 26 = EOF end of file, cf. p. 119

Motherboards

Two major typical characteristics of the PC architecture:

1.  It has an open architecture, with an expansion bus. The expansion boards can be just about anything!

This is clearly a major factor in making PCs so popular: They can easily be expanded and adapted to a myriad of needs.

2.  It is an interrupt-based system. It does not use periodical polling of I/O devices.

The PC uses I/O mapped input and output, not memory mapping. Support chips and I/O devices are accessed via port addresses in the I/O address space, which is separate from the memory address space (cf. pp. 11, 18 main heading Address space). The I/O devices are assigned to ports and port addresses. The port addresses range from 00H through FFFFH (65,535). Each I/O port addresses have NOTHING to do with memory addresses.

The I/O devices at the ports are accessed using special I/O instructions, such as IN and OUT, INP and OUT, rather than data-transfer instructions such as MOV

The Intel microprocessors are not memory mapped. That means support chips and I/O devices are accessed via ports and special port addresses. They are not accessed via addresses of main memory. (cf. pp. 18 main heading Address space)

Thus, also, there are separate input and output commands.

Assembly language: IN, OUT


BASIC: INP, OUT

Handout is drawing Messmer, p. 450

Walk thru the drawing

Parts of a simple motherboard and what they do

· microprocessor

· math coprocessor

· clock crystal

· Programmable Interval Timer (PIT)

· bus

· main memory

· bus controller

· ROM

· address multiplexer

· Programmable Interrupt Controller

· Programmable Peripheral Interface (PPI) = interface to keyboard, speaker, DIP switches

What is determined by the motherboard for all times

and what can be upgraded

Is determined for all times

The main system bus (a SCSI host adapter merely expands the existing bus)

The bus controller

The clock crystal

Programmable Interval Timer (PIT) divides the crystal sig by 3 to generate the clock frequency

ROM, if not flash ROM

address multiplexer

Programmable Interrupt Controller

Programmable Peripheral Interface (PPI) 

Can be upgraded

the microprocessor (486 to Pentium? Pentium to Pro? Messmer knows)

a math coprocessor can be added, including to a 486 SX

main memory RAM; adapter sockets available, too; can insert faster chips

ROM, if flash ROM

3.  Various types of motherboards

4.  Replacing the entire motherboard

5.  Performance aspects

INVENTORY

System information

	Name of Computer
	Date of inventory

	CPU type, speed
	Date installed

	Math coprocessor, overdrive, etc.
	Date installed

	RAM memory: amount
	Date installed


Operating system and environment and versions

	BIOS type, revision number
	Date installed, if appropriate

	Hard drive: type, capacity
	Date installed


	Floppy drive type, capacity
	Date installed

	Motherboard make and model

	Date installed


	Name of Computer
front panel, docu
	Date of inventory

	CPU type, speed
visual inspection, docu, MSD, Win95 System icon, first panel, CMOS setup, PC Config
	Date installed

	Math coprocessor, overdrive, etc.

same as CPU, CMOS setup
	Date installed

	RAM memory: amount
POST*, MSD, Win95 System icon, first panel, CMOS setup?
	Date installed


Operating system and environment and versions

	BIOS type, revision number

POST*, CMOS setup, MSD?
	Date installed, if appropriate

	Hard drive: type, capacity
visual inspection, HDD documentation, CMOS setup, CHKDSK (pre-Win95), ScanDisk final panel on Results (Win95), FDISK
	Date installed


	Floppy drive type, capacity
Win95 System icon
	Date installed

	Motherboard make and model
docu
	Date installed


Two excellent configuration programs are WinSleuth and PC Config.

Memory Manager Program and Version Number
POST message*, Autoexec.Bat, Config.Sys

Note: Win95 uses its own memory manager, which is called

* With Win95, POST messages are easier to read if you suppress the Win95 opening screen. See the Win95 Resource Kit, p. 205. In the file MSDOS.Sys, in the section [Options], set the variable Logo= to the value 0. Logo= enables or disables display of the animated logo. MSDOS.Sys is located in the root of the computer’s boot drive.

Die Bildschirmmeldungen beim Hochlauf des Rechners bequem verfolgen:


in die Autoexec.Bat folgende Zeilen einfügen:


@ ECHO ON


PAUSE

PAUSE suspends processing of a batch program and displays the message:

Press any key to continue....

Expansion Cards

	Type


	Vendor

bill
	IRQ

Win95 System 

icon*, MSD
	DMA

Win95 System 

icon*, MSD
	Memory 

range

Win95 System 

icon*, MSD
	Date 

installed
	Driver(s)

Win95 System 

icon*, MSD?

	Graphics Adapter
	
	
	
	
	
	

	1/0 Card
	
	
	
	
	
	

	Hard Disk 

Controller
	
	
	
	
	
	

	Floppy Drive 

Controller
	
	
	
	
	
	

	SCSI Adapter
	
	
	
	
	
	


IRQs 



1       2    3    4    5    6    7     8    9    10   1 1  12   13   14   15

DMA Channels       1    4   5

* click on the Computer icon, then Properties

Handout 1

1.  Remove the case from your PC.

2.  Try to identify the major components discussed in class.

The power supply is located in a rear corner of the case. Note the power cable is connected to it. Can you see the cables which transfer electical power from the power supply to the motherboard? Other cables supply power to the hard disk drive(s) and floppy disk drive.

3.  Locate your hard disk. 

It may be located in a rack or cage of its own. There are two sets of wires going to it: the power cables (which are thicker), and the thin data cables. Find out where the data cables are connected to the motherboard. Can you find this connector in the documentation for the motherboard?

You might have more than one physical hard disk drive.

Note that old PCs have a separate controller board for the disk drives, which plugs into an expansion slot.

4.  Locate your floppy disk drives. 

It has power and data cables attached to it, just like the hard disk drive.

With so many devices taking electical power from the power supply, do you see the potential for overtaxing the power supply? What might happen then? What would be the signs of a failure of the power supply? (Cf. p. 45)

5.  How is your monitor attached? 

You have a local bus system if the monitor connects directly to the motherboard. Otherwise, there is a video board, which is inserted in an expansion slot (typically, the leftmost slot). A printer interface might be located on the video board as well.

What are the obvious advantages of each arrangement?

6.  Locate the CPU. 

It is easy to find, because it is the largest chip (there may be several chips which are also large). You should be able to read the CPU type and speed directly off the chip. If the chip says i486, you have an 80486 microprocessor; the i stands for Intel. Your CPU also might be made by AMD or some other company. Can you determine the chip’s manufacturer?

How is the CPU cooled? Why do you think this is necessary? What might make the chip hot? 

7.  Find the ports for the printer (a parallel port) and the serial port(s), for modems and other devices. 

The serial port is a 9-pin D-shell, male connector. The parallel (printer) port is also a D-shell connector, but has 25 pins and is a female connector. 

How many serial ports do you have? What would you do with a second serial port?

8.  How are the keyboard and mouse attached? 

Are they connected directly to the motherboard? What would be advantages or disadvantes of a direct connection?

9.  Locate any other peripherals, such as sound cards, scanner interfaces, etc. 

How are they connected?

10. Find as much information for the inventory as you can by visual inspection inside the PC case.

Microprocessors

Basic facts from Siemens course

Innards of a typical microprocessor: 

White, p. 42-43, p. 20 of this, handout, Minasi, p. 57

80186, 80188: many functions integrated into the microprocessor chip.

Advantages:

1. higher clock rate

2. cheaper to manufacture

80286: only the bus controller integrated, not the PPI

32 bits internally, but external data bus only 16 bits

80286

Norton, p. 76

This processor provides hardware support for:

1. protected mode, the prerequisite for multitasking

2. addressable memory space now 16 Mb

see next page “Using the full 16 Mb”

3. virtual memory, another prerequiste for multitasking

    (because with several programs loaded and running, the physical memory will probably not be sufficient)

4.  multitasking

These concepts are described on pp. 46-7.

The 80286 offers hardware support, e.g. RAM protection.

The 80286 is faster than the 8088 even in real mode:

1. faster clock rate

2. commands are processed more efficiently, in fewer clock cycles

3. ALL data and address leads are separate (not so with 8088)

All told, the 80286 is about 5-8 times faster than the 8088.

Using the full 16 Mb requires:
¬  available beginning with the 286

1. protected mode and

2. an operating system that supported extended memory (Unix, OS/2, Windows)

DOS supports only 20 address leads = 1 Mb, becuz DOS only supports real mode, which is fully compatible with the 8086/8088. This is explained on p. 27, “The reasons for memory limitations.”

Continue: p. 37

A microprocessor can only manipulate the following kinds of numbers:

· one-byte numbers

unsigned

· two-byte numbers

unsigned

· one-byte numbers

signed

· two-byte numbers

signed

486, PENTIUM º width of data bus; see p. 38 table

80386

The 386 can run in real mode, protected mode (with some important options), or in a new mode, virtual mode, which allows several 8086 programs to run simultaneously.

386SX
16-bit data lines

386DX
32-bit data lines

80486

Basically combines the features of the 80386 with an 80387, a cache and a few other chips all on the microprocessor chip.

486SX = 486DX without coprocessor

Adding a math coprocessor to a 486 SX actually adds a 486 DX in the coprocessor slot; the SX chip is then disabled! There is no 486SX math coprocessor.

Pentium (80586)

Microprocessors

Summary

80186, 80188: many functions integrated into the microprocessor chip.

Advantages:

1. higher clock rate

2. cheaper to manufacture

80286: only the bus controller integrated, not the PPI

32 bits internally, but external data bus only 16 bits

80286

Norton, p. 76

This processor provides hardware support for:

1. protected mode, the prerequisite for multitasking

2. addressable memory space now 16 Mb

 “Using the full 16 Mb” on p. 15

3. virtual memory, another prerequiste for multitasking

    (because with several programs loaded and running, the physical memory will probably not be sufficient)

4. multitasking 

80386

The 386 can run in real mode, protected mode (with some important options), or in a new mode, virtual mode, which allows several 8086 programs to run simultaneously.

386SX
16-bit data lines

no Win 95

386DX
32-bit data lines

minimum for Win 95

80486

Basically combines the features of the 80386 with an 80387, a cache and a few other chips all on the microprocessor chip.

486SX = 486DX without coprocessor

Adding a math coprocessor to a 486 SX actually adds a 486 DX in the coprocessor slot; the SX chip is then disabled! There is no 486SX math coprocessor.

The Pentium (80586)

· all advanced features of the 486, such as built-in math coprocessor (FPU) and instruction pipelining

the FPU is 10 times faster than the 486 FPU

pipelining is improved, faster, with branch prediction

· 100 million instructions per second

so suitable for computer-intensive processes, such as graphics, video editing, network servers, disk servers and other high-end applications

· Runs under DOS, Unix, Windows 

· data bus is 64 bits wide, for greatly improved speed

· address bus is 32 bits wide, so can address 4 GB directly

· dual pipeline architecture allows the processor to execute two instructions simultaneously, with instruction prefetch

(OK to execute the next instruction in parallel? Prediction is correct 90% of the time)

U pipe
integer and floating-point instructions

V pipe
simple integer instructions and certain (not all) floating-point instructions

486 had this, too

· separate on-chip caches for program code and for data

2 x 8 kb; both can be addressed at the same time

the processor does not need to separate code, data itself

cache hit rate about 95%

486: one 8 kb cache for both data, code

· new System Management Mode (SMM) 

power management, independent of the operating system, apps

a major chip operating mode, just like protectedmode

overall system control, such as I/O and RAM access

· pipelined burst mode combines burst mode and address pipelining

Modern PC architecture

the Pentium

caching

Cache hit on reading: the next required data or address is located in the cache. Cache hit on writing: the written data does not belong to the data in the cache. The address is different and is not located in the cache.

Write-back mode writes data from the CPU to the faster cache, rather than slow main memory. It is harmless, data cannot be lost (see p. 47).

L1 cache on microprocessor chip, L2 cache on the motherboard.

P. 47 on enabling write cache with SMARTDRIVE.

protected mode

real mode: fully compatible with the 8088/8086

protected mode: has to do with the multitasking capability.

Protected mode:

1. keeps a program from overwriting the memory space of other programs

2. keeps a program from violating the memory space of DOS

3. allows one program to crash without causing the whole PC to crash

EDO RAM
The RAM itself buffers the data requested while fetching more.

burst mode EDO: RAM delivers four words in four consequtive cycles without waiting for the CPU to request each word separately.

microprocessor piplining

two instructions can be processed in parallel. This is only possible for instructions whose results do not depend on each other. Also, it is only possible for simple instructions with no microcode. 

It is done by pairing instructions fulfilling these requirements. 

address pipelining

The microprocessor sends address signal for the next bus cycle before the end of the current bus cycle.

Thus, the addressing logic receives the next address while the data transfer logic is still busy with reading or writing data. Thus, effectively three data transfers in two clock cycles.

burst mode

in general, a high-speed mode for the transmission of large data blocks in the form of uninterrupted bursts of smaller data units, without fetching each address separately. Only the initial address is required. A counter counts down to control the data transfer.

cache burst mode:

Fetches after the first one follow in every clock cycle.

A complete data block is read that contains more bytes than the data bus is wide (cf. normal case: one bus cycle lasts two clock cycles, see Messner, p. 142). Burst mode nearly doubles the bus transfer rate, because the process of transferring data need not wait for the next address. As a result, a complete cache line can be read much quicker than a single value. Multiple bus cycles are required to read in the complete block.

bus burst mode: 542, 254-255

see above

The Pentium combines address pipelining (fast transfer of the addresses) and burst mode (fast transfer of data). This is called pipelined burst mode.

local bus, PCI bus

For each of these items, determine how we find out if our PC has them.

The microprocessor uses twos complement to manipulate negative numbers.

How does a microprocessor work with large numbers?

The largest unsigned two-byte number is 216 = 65 536. The PC can use either hardware or software techniques for larger numbers. 

Hardware technique: 

A dedicated mathematical coprocessor can handle larger numbers directly. The coprocessor is an integral part of the 486 and Pentium processors. For other processors, it has a separate socket on the motherboard and must be ordered and installed separately, if not already on the motherboard when purchased. 

Software techniques: 

· four-eight-, ten-byte numbers

· scientific notation is used to express large numbers in a compact form (e.g. 5.2e27). OK for numbers up to 1e38. Requires 4 bytes for simple precision, 8 bytes for double precision.

Precision
simple precision: 6 decimal numbers

double precision: 16 decimal numbers

8087 10-byte mode: 18 decimal numbers

Processor speed:

XT: approx. 250 000 commands per second

AT: approx. 500 000 commands per second

Pentium: Norton sez 100 MIPs. Need to confirm this!

Mathematical coprocessor

Advanced architecture topics

Architecture of the NetPC (Intel, MS)

NPC

P'n'P

Byte August 1995

Java

have here in Byte, two issues

MMX

have here in Byte, two issues

Practical installation tips re P'n'P: c't February, p. 114

Address space

Your computer has two different types of address space: memory space and I/O space. The PC is not memory-mapped. 

The I/O devices are assigned to ports and port addresses. The port addresses range from 00H through FFFFH (65,535). Each I/O port addresses have NOTHING to do with memory addresses.

The I/O devices at the ports are accessed using special I/O instructions, such as IN and OUT, INP and OUT, rather than data-transfer instructions such as MOV.

Within the memory space is a section called Expansion ROM memory space (blocks C, D,E). Most computer cards use addresses located in either I/O space or Expansion ROM space, or both. 

If two cards are configured to use the same address locations, a conflict occurs, and your computer system will not operate correctly.

Practical demonstration:

Win 95 System icon. Click on the Device Manager register, then Computer and Properties. There are two buttons: Input/Output (I/O) and Memory.

PC Tuning-Report: The CPU identifies, addresses expansion cards on the basis of their port addresses. 

Things for me to do:
1.  it would be interesting to juxtaposition the memory space and the I/O space. I/O space on Minasi, p. 200; memory space on p. …

2.  Minasi’s list of I/O addresses covers most I/O devices; but what about various other expansion boards, such as sound cards, etc.! VHS PCs: System icon interrupt list includes an entry for sound cards!

Installing and configuring expansions and peripheral equipment

Settings for jumpers, DIP switches and CMOS setup

I/O addresses, DMA, IRQ, ROM addresses

Sources:
PC Tuning-Report



Minasi, p. 199 ff

List of port addresses: Minasi, p. 200, Common I/O address used in PCs

It may be necessary to manually remove the drivers of legacy (pre-Plug&Play) components, before you replace the drivers with new ones.

Resolving interrupt and addressing conflicts

1. Assigning interrupts: When adding equipment, assign only those interrupts which can be varied (see below). 

Assigning DMA channels: Assign only those DMA channels which can be varied (see below).

Assigning port addresses: Use or avoid the port addresses listed below.

2. Do not change the following interrpts
IRQ0

system timer

IRQ1

keyboard

IRQ2

“internal purposes”

IRQ3

COM2

IRQ4

COM1

IRQ6

floppy disk drives

IRQ8

CMOS clock

IRQ13
mathematical coprocessor

IRQ14
hard disk drive

Thus, the available interrupts are:

IRQ5, IRQ7, IRQ10, IRQ11, IRQ12 and IRQ15.

Do not change the following DMA channels
0

“internal purposes”

2

floppy disk drives

4

“internal purposes”

Thus, the available DMA channels are:

1,3,5,6, and 7

3. More or less standard port addresses:

220

sound board

240

MPEG board

300

sound board MIDI port

310

CD-ROM controller

330

SCSI host adapter

This information is taken from Nickels, p. 264, 266 and 292.

A typical configuration is listed in Nickels, p. 291-2.

Resolving interrupt and addressing conflicts (continued)

from Minasi case studies, Nickels, Chapter 6:

4. Do not allow RAM addresses to conflict with the following

Common buffer addresses
What


Address range (hex)

Address length

XT hard disk

C8000-CBFFF

16 k

controller card

EGA


C000-C3FFF


16 k

VGA


C000-C4FFF


20 k

LIM boards

D000-DFFFF


64 k

Token ring ROM
CC000-CFFFF

16 k

Token ring RAM
D8000-D9FFF or

8 k or 16 k




DBFFF

PC network card
CC000-CFFFF

16 k

Source: Minasi, p. 208

5. If you have problems, try removing all expansion boards. 

Reeinsert them one by one. Reboot the PC each time. Does the system operate normally?

Eventually, you will reinsert a board which causes a problem. Its IRQs, DMA channels, I/O port addresses or RAM addresses are causing a conflict. Go through each possibility, and locate the problem.

6. If the problem board is unflexible regarding the problem setting (such as it insists on a specific DMA channel), it may be necessary to change the setting for some other board.

7. Conflicts may be caused by the following situation:
Some network adapters, graphics cards or SCSI host adapters may occupy a FIXED location in the UMA for their own RAM. If a DOS application requiring expanded memory is running, the expanded memory manager may also occupy space in the UMA for page frames.

At the same time, EMM386 will claim the entire UMA.

Such conflicts are avoided by excluding areas of the UMA from the EMM386. Use the Exclude parameter for this (DEVICE=C:\WIN95\EMM386.EXE x= ...).

By the way, the parameter Include (i=... ) can be added to the command DEVICE=C:\WIN95\EMM386.EXE to explicitly include UMBs for EMM386. Use it in case EMM386 does not want to take control of all of the UMBs.

Windows has its own version of the Include and Exclude commands. They are located in the file SYSTEM.INI in the section [386enhanced]. Window’s Include command specifies which UMBs Windows may access. It should only be necessary if you do not use EMM386 at all, or if Windows and EMM386 disagree on the question of what UMBs are occupied.

Resolving interrupt and addressing conflicts (continued)
Resolving interrupt and addressing conflicts under DOS

1.  Rerun the device’s Setup program, reassign the interrupt or address

2.  SoundBlaster: modify the specifications in your Autoexec.Bat file


information in Nickels, p. 273-4, p. 282, 292, 287

Resolving interrupt and addressing conflicts under Windows 3.11

The Control Panel allows you to change the settings for the serial ports. Otherwise, proceed as for DOS.

Resolving interrupt and addressing conflicts under Windows 95

1.  Control Panel System icon. Click on Computer, then Properties

2.  In the Device Manager, click on Properties for the device with the conflict. Click on the Resources register. Disable automoatic configuration, and make the change.

See c’t Feb “Geduldsproben”, p. 124, Abschnitt Problemkinder: 

“Normalerweise deckt das System Einträge auf, wo es vermeintliche Probleme bemerkt hat. Nicht in jedem Fall muß man das ernstnehmen …”

See also same issue, p. 114, “Quelle fromage”

Conguration problems

1. You want to install a sound board.
a. Determine which interrupts are taken and which ones are available.

b. Determine which DMA channels are taken and which ones are available.

c. Determine which port addresses are taken and which ones are available.

d. What interrupts, DMA channels and port addresses will you use? Justify your choices.

2. You want to install a network card that insists on having interrupt 2 and DMA channel 2.

a.  Will this work?

b.  Describe your strategy.

3.  At the Elektronik-Flohmarkt, you picked up a multi-I/O board presently configured for the I/O address range 00040 - 00043h. Is this address range available on your PC?

4. Let’s say you need to change the SoundBlaster’s port address.

a.  Look in the AUTOEXEC.BAT file, and determine the current settings for the sound card.

*
such as: SET blaster=A220 I5 D1 H5 P330


A = I/O address

H = second DMA port


I = interrupt number
P = port address


D = DMA port

b. Determine which addresses are available.

c. Assign the SoundBlaster to one of the available addresses.

5.  Refer to Table A-1 (I/O Table) of the handout. What is the proper setting for switch 1 on your PC?

6.  Find a suitable configuration of the Lightning LAN (see handout) for your PC.

7. Via the Win 95 System icon and Device Manager view of Computer and I/O addresses, compare the actual I/O addresses of your PC with the list of the handout entitled “I/O Addresses”. Can you explain any deviations?

The Intel microprocessors are not memory mapped. That means support chips and I/O devices are accessed via ports and special port addresses. They are not accessed via addresses of main memory. (cf. next page main heading Address space). The I/O devices at the ports are accessed using special I/O instructions, such as IN and OUT, INP and OUT, rather than data-transfer instructions such as MOV.




I/O addresses: last paragraph this page

p.  199 ff excellent

case stories: Minasi, p. 210-211; 214-223

memory manager exclusion region: p. 210

Many upgrades require the user to change settings for:

· motherboard jumpers

· CMOS setup.

The user documentation for the motherboard and the expansion board will explain how to change the values.

ACTIVITY

1.  Determine the I/O address range, DMA channel, IRQ level and the RAM used by, say, the video board, the HD, the mouse ...

     = inventory sheet by Menasi EXPANDED

Tools: MSD, ...
The DMA channel, etc., of currently installed boards is determined using tools such as MSD.

For newly-purchased boards, this information is contained in the documentation included with the board. The documentation will also explain how to change the values in case of conflicts.

GOOD QUESTION:

Two installed boards use the same DMA channel, ... MSD, etc., displays which board for this channel?

2.  Expanded inventory sheet:

     include a memory map, for memory conflicts, such as Menasi, p. 210

3.  Menasi, p. 222, 213

Interrupts

Use: 

· MSD

· applet MSINFO.Exe in C:\WINDOWS\MSAPPS\MSINFO 

· Win95 System icon

to answer these questions:

1. What interrupts are there? How does this information reflect the PC’s actual configuration?

1. Which interrupts are free?

1. Compare actual interrupts of the PCs with Nickels’ table.

Can you explain any differences?

1. Do all school PCs have the same interrupts?
Can you explain any differences?

1. Minasi handout: compare with I/O addresses of school PCs

Can you explain any differences?
Controllers, interfaces, adapters

General notion of a controller (interface/adapter)

They isolate the hardware from the software

They match speeds between devices that operate at different speeds

They convert data from one format to another.

Re isolating the hardware from the software:

Controllers enable the software to merely issue a general command: “Print page 7”. The controller worries about how this page must be presented to the printer. Or: The microprocessor sends data to a disk. The adapter worries about how exactly the data must be transferred to the disk. Only the adapter is familiar with the disk’s physical geometry (number of platters, cylinders, etc.).

The advantages of this division of labor are obvious: peripherals can be added as desired, etc. The system’s architecture is open. Peripherals can be purchased from third parties.

Video adapter boards

The difference between text output and graphical output is that text output uses the character generator.

How video adapter boards work

handout = Messmer, p. 12

better: Messmer, p. 957

CPU (or accelerator) « DMA « screen memory ® DMA ® CRT

The video RAM can be transferred both ways.

Reason why the video data is sometimes transferred back to the main memory:

1.  The CPU may read data about to be overwritten by a new window under MS-Windows and store it in main memory. It is thus possible to restore the original state by retransferring the data from main memory to the video RAM.

2.  It is sometimes necessary to determine if a given pixel is on or off, and what its color is, or what character is displayed at a given position. (= BASIC command PPOINT, etc.)

CPU writes data that defines video text/graphics

CRTC 1. controls video display

2.  generates video sync signals

3.  provides video RAM with addresses, so the video RAM can read data from the CPU

4.  supervises adapter functions

5.  controls the number of lines and columns in text mode

6.  generates the cursor

character ROM holds character codes for each character. “A” = (some code)

character generator converts any character code into a series of pixels

shift register converts character matrix data (pixels) into a bit stream, by sliving each character up into scan lines

signal generator converts bit streams into video signals which the monitor can use directly

The CPU and monitor must not be allowed to access the screen memory simultaneously. (The CGA board did, with the result that “snow” was seen on the screen during simultaneous accesses.) Video boards using conventional RAM technology can only permit the CPU to access the screen memory during the vertical retrace (vertical sync signal); else the CPU must add wait states.

Video RAM (VRAM) solves the performance problem associated with this. Now, CPU and monitor access VRAM from two separate ports, and can do so simultaneously. For details, see Messmer, p. 966-7. The CPU port is often implemented as a parallel port, while the monitor port is a serial port, since the monitor accepts bit streams.

VRAM can also be called dual-port RAM.

Video memory

The motherboard contains video memory, in the A and B blocks of RAM. The video adapter board contains video memory, and indeed it contains much more. So we must know:

1.  Which memory does the CPU directly address?

2.  How it is possible to transfer data, with the size of the two video memories being different? A 1-to-1 mapping of data is not possible.

The answer is quite simple. The CPU directly addresses the RAM video memory (because access to RAM is faster?). Messmer describes the solution to the problem of mapping on p. 963: “ … boards with more than 128 kbytes of display RAM implement a switch that can be set by software to access various 128-kbyte windows into the much larger video RAM [on the adapter board].”

For details, see sections in Messmer describing the paging for each board type on p. 966, etc.

Goodman has an excellent discussion of this on p. 270-271, “How to Fit 16 Gallons into a 1-Gallon Bucket”

Text output

The character generator accepts ASCII characters as its input, and outputs a bit string indicating if each column and row pixel should be on or off. There is one byte for the character, and one byte for the attribute (blinking or not, underlined or not, inverse video, etc.). 

Norton describes programming the attribute byte on p. 157. The conversion of columns and lines into memory addresses is described on pp. 154-155.

Graphics output

The video ROM data is fed directly to the signal generator. Note that graphics pixels have no attributes (they cannot blink or be underlined, etc.), so there is no attribute decoding. graphics pixels have only one property: their color. 

Thus, their pixel depth (see next page) is identical to the number of bits used to display the colors. See the color depth information on HiColor, RealColor and TrueColor below.

The character ROM, character generator and shift register are not used.

The video memory board saves the video data in banks. Bank 0 saves the data for screen lines 0,2,4, ..., while bank 1 stores data for lines 1,3,5, etc.

CRT interleave: One CRT scan outputs the data from bank 0. The next scan outputs the bank 1 data. 

Graphics software must calculate the address for each pixel separately. This is not straightforward. 

SVGA boards usually have an autoswitching feature. They automatically sense what video mode the current software needs, and switches to it.

Details: Menasi, p. 211. This feature should be switched off, because it can cause problems. They use a combination of interrupts 2 and 9. This is unfortunate because it steals a much-needed interrupt (# 2). In some cases, it causes a system to falsely report memory errors.

The number of bits required for each pixel is known as pixel depth.

HiColor = 32,768 colors. There are 15 bits for the color information for each pixel, 5 bits each for red, green and blue. 

RealColor = 65,536 colors. There are 15 bits for the color information for each pixel. However, the number of bits for red, green and blue is not equal (as with HiColor). The reason is that the human eye has an inequal sensitivity for these colors.

TrueColor = 16.7 million colors. There are 24 bits for the information for each pixel. Most monitors are incapable of reproducing so many colors. Also, the human eye can only differentiate about 2 million different colors. Requires 1 MB , but 2 MB video RAM.

Graphics accelerators

The graphics subsytem can quickly become the overall system’s main bottleneck, because so many pixels must be recalculated and repainted on the screen approximately 70 times per second.

For example: a modest SVGA resolution of 800 x 600 pixels x 15 bits per pixel x 70 repaints per second @ 504 Mbits/s or 63 Mbytes/s

The example uses HiColor or RealColor, with only 15 bits per pixel. The problem is of course worse for TrueColor.

Graphics accelerator boards take responsibility for video-related computing tasks which the microprocessor otherwise would be burdened with. 

There are two types of graphics accelerators:

1.  Graphics processor boards contain a processor which converts general graphics commands to actual pixel locations on the screen. Now, the microprocessor can send the board the command “Show a circle”, and the accelerator board determines where the pixels go. This is a really powerful solution when the board uses VRAM (see above), improving graphics performance 10 … 30 times.

Either a dedicated graphics microprocessor is used, or a full-fledged microprocessor. Boards with the former are known as graphics accelerators, those with the latter are known as co-processed adapters.

2.  Display controllers are specialized chips which accelerate the transfer of data to and from the screen (= VRAM chips mentioned above ?).

Color monitors

Monitor types

1.  Composite signal monitors
Here, all color information is mixed into a single signal. At the monitor, this information must be decoded. The quality of the display is poor.

2.  Digital RGB monitors
They have three separate signals for the three primary colors. The digital nature of the video signals limits the number of colors which can be displayed. The quality of the display is good. A digital monitor can be recognized by the connector, which has only two rows of pins.

3.  Analog monitors

Since the video signals are analog, an infinite number of colors and shades can be displayed, and the quality of the display is excellent. This is the best type of monitor. The connector has three rows of pins (or is a BNC connector).

How color monitors work

See White, p. 116-117

Color monitors have different phosphor layers for each primary color.

A small mask, placed between the gun and the phosophor layer, tightly controls how large an area is illuminated. It is called a shadow mask.

A single line of dots across the screen is called a raster line.

Color monitors usually use three electron guns, one for each primary color. 

The electron guns all send out the signals to each dot at exactly the same time, but the mask hole is shaped like a cloverleaf. Each primary color hits a slightly different portion of the cloverleaf. This is illustrated in Schieb, p. 229.

EXCEPTION: The Sony Trinitron CRT: the holes are arranged as parallel slots.

Important concepts:

See excerpt from Siemens HW course
· video memory

· horizontal frequency

· vertical frequency

The vertical frequency determines how many times per second the screen is repainted. The screen flickers less when this is high. The human eye sees no flicker when the vertical frequency is at least 70 Hz.

· interlacing

· convergence

· multi-scan monitors

· dot pitch is the distance between the (center of?) two pixels. A dot pitch of 0.43 mm is popularly referred to as “dot-43 pitch”. Dot pitch determines how sharp the image is. An eye-friendly value is dot-25 pitch.

· shadow mask

Situations which can damage monitors

1. The programmer changes display modes during vertical retrace.

2. The vertical and horizontal frequencies of the video board and monitor are different. If the monitor displays a large horizontal bar when switched on, do not use this video board with it.

The cause of the damage is the same in both cases. The trace is somewhere, and is told (by the programming or by the incompatible adapter signal) to change immediately to a completely different position (an abrupt movement, rather than a smooth one). The sync signal voltage must change its value instantaneously, requiring an infinite current. Something close to this is supplied, burning the coils and burning out the adapter board which tries its best to supply an infinite current.

CRTs

Meaing of “noninterleaved”

specs, such as 140 kHz

Video vertical refresh rate

1.  How change the value: Run the Windows Setup program, from DOS. Then change the video display mode. In Win 95, click the right mouse button on the Desktop, and go to the the Properties menu item and the Settings register.

2.  How determine current value: configuration programs such as PC-Config.

Keyboards

Each keypress evokes:

1. HW interrupt 9

2. the BIOS keyboard reading routine.

BIOS saves each keypress as follows:





first byte


second byte

ASCII characters

ASCII character

scan code

special keys


0



character code

The scan codes are codes which uniquely identify each key’s physical location, as opposed to its function. Thus, as an example there are separate scan codes for the left and the right shift keys.

Special keys are NUM LOCK, etc.

Norton’s program KEY-BITS illustrates how this works.

The scan code is output for ASCII characters in order to be able to differentiate the characters of the numeric keypad from those of the upper row of the alphanumeric keypad. 

Programs can intercept keypresses, and ignore the BIOS keyboard routine, as follows:

1. PEEK into addresses 417,418 (=keyboard memory)

Norton illustrates this mechanism on p. 182

2. a. Program sets an interrupt vector on BIOS interrupt 28 = timer interrupt

    b. This interrupt checks the keyboard status bits each time the clock ticks

         (18 times per second)

3. How to avoid the BIOS keyboard interpretation routine:

Replace the standard vector which branches keyboard interrupts to the BIOS, using an interrupt vector which points to one’s own program

This allows one to do anything one want to with the keyboard.

There are two keyboard memories: one in the keyboard chip and another in RAM.

Printers

Printer control signals
to the printer: initialization signal, print control codes

to the PC: 1. Data received without error

2. BUSY

3. paper out

Mice

There are two possible ways the software can support a mouse:

1. by means of a TSR program delivered with the mouse

2. the application program itself contains a mouse driver.

Address conflicts: I/O addresses, DMA channels, IRQ signals, ROM addresses

There are two kinds of interrupts: software interrupts and hardware interrupts. The assembly language command for a software interrupt is INT. Norton Programming Guide, p. 39-40.

Hardware interrupts are indicated by a signal on a physical line known as an interrupt request line, abbreviated IRQ. See Norton Programming Guide, p. 40.

Practical advice:

· MSD is reliable regarding the INTs in use; it is unreliable as regards free INTs and DMA channels. Source: Nickels, p. 270, 272

· In the file C:\MSDOS.SYS, set the parameter Logo=0 (default is 1). Now, when Win 95 boots, you will see messages as the drivers are started. This gives you confirmation about which drivers are configured and activated. Logo=1 causes the Win 95 bootup screen to cover up these messages.

Interrupts

Hardware interrupts

I/O-driven PC architecture vs. polling (cf. p. 6, “Two major typical characteristics of the PC architecture”).

Each I/O device has a hardware interrupt line (IRQ0, IRQ1, …) which can send a signal to the motherboard’s Programmable Interrupt Controller (PIC). As an example, the printer might send a signal saying “I’ve run out of paper”, or “You’re sending me data faster than I can print it out; hold your data for a moment so I can catch up”. Also, an I/O device can issue a signal indicating “I’m ready to accept data.”

Sequence of events for hardware interrupts

1. If there are multiple simultaneous interrupts, the (PIC) arbitrates the requests. This means it selects only the IRQ with the highest priority. As its name says, the PIC is programmable, so the ranking can be changed by the programmer. If he does not, IRQ lines with low numbers, such as IRQ0, IRQ1, etc., have higher priority than lines with high numbers.

The PIC can be programmed to mask out interrupts. It can even be programmed to mask all of them, escept NMI, which bypasses the PIC and goes directly to the CPU. As an example, it might be important to block any keyboard inputs during a complicated calculation.

The PIC is programmed simply by writing values to the I/O addresses of the PIC. PC hardware documentation describes the registers of the PIC, what each bit means and what the registers’ addresses are.

Beginning with AT-class PCs, two (cascaded) PICs are used, because each can only handle eight interrupt lines. Adding a second PIC allows the system to accept 16 interrupt lines. This can often be seen in the list of interrupts. The PIC is known as a 8259A, so “Cascaded 8259A” is simply the second PIC.

Each interrupt has an interrupt number. This number is NOT identical with the number of the IRQ line (such as IRQ5, etc.). The interrupt number is used to create the address which the PC will branch to when servicing the interrupt (see step 5 below).

2. The PIC sends the signal INT to the CPU. This means “I have received and accepted an interrupt signal.” The CPU responds by sending an ACK signal to the bus controller and to the PIC.

3. The PIC sends the start address of the interrupt to the CPU. This address is the interrupt number x 4. The address is the address of the interrupt vector table entry for the interrupt service routine. It is not the address of the service routine itself. 

This way, drivers can overwrite entries in the interrupt vector table, and cause the PC to execute interrupt service routines of the driver. Then, the PC branches not to the normal BIOS interrupt service routine, but to a different address, namely the address of the driver’s interrupt service routine.

This is necessary when a new I/O device has special features which the normal BIOS interrupt service routine cannot exploit. This would not be possible if the PC were to branch directly to the address of the normal BIOS interrupt service routine.

The interrupt vector table is located at the very bottom of RAM, in addresses starting with 00000h.

Terminological note: the interrupt service routine is also known as an “interrupt handler.”

4. The data bus is enabled for the interrupt. The CPU stores its current status on the stack (information such as the address of the next command).

5. The CPU branches to the entry in the interrupt vector table for the interrupt service routine. It then branches to the address stored there.

6. The CPU executes the interrupt service routine, thus handling the interrupt.

7. The last line of the interrupt service routine is a branch back to where the CPU was before handling the interrupt. This information is stored in the stack. The entire stack is read.

8. The data bus is enabled for normal operations.

The important thing is the flexibility allowing drivers to have new interrupt service routines not contained in BIOS.

Software interrupts

Norton describes them on pp. 135-136. There are several types of software interrupts. An example is an interrupt generated by the CPU when an attempt is made to divide a number by 0.

Buses

See handout

ISA

16-bit data path

Microprocessors quickly attained clock speeds up to 50 MHz. The bus then quicly became the system’s major bottleneck: It is clocked at just 8 MHz, independent of the microprocessor’s clock rate.

Ways of speeding the bus (Rosch, p. 206 ff):

1. Increase the bus clock rate (decoupled from microprocessor clock)

2. widen data bus

3. Burst mode: data transfer ignoring microprocessor; for random data

4. streaming data mode moves entire blocks of data at once, with sequential addresses (Rosch, p. 213 ff)

After ISA: Micro Channel, EISA, PCI

PC designers sought to eliminate this speed bottleneck by finding a way to clock the bus at the rate of the microprocessor itself. Obviously, this could be expected to produce a considerable performance advantage.

Advantages of the new buses:

· They offer 32-bit widths

· They support bus mastering

· They are “quieter” in that signals are less susceptible to noise

· They offer the convenience of setting up add-in boards through software insteading of jumpers or DIP switches.

The ISA bus comes only in 8- and 16-bit versios. The 386DX and 486 (both SX and DX) chips have a 32-bit path, so PCs built around those chips are hobbled by the ISA bus. They can never realize their full speed potential. Both MCA and EISA offer 32-bit versions.

(Messmer: ISA supports a primitive kind of bus mastering; see “bus arbitration” or p. 479 on bus mastering.

Bus mastering, bus arbitration:

An external processor on an adapter card can completely control the bus, and may therefore access the system’s main memory, the hard disk and all other system components on its own, without the need of support by the CPU. 

This is necessary if, for example, a LAN controller wants to access main memory and the hard disk (a multiprocessor operation). The host CPU is the standard busmaster.

Example is DMA ?)

Re: The new buses are “quieter”: 

The ISA bus is fairly noise-prone because it relies on edge-triggered interrupts. Level triggering lowers the noise level, and MCA and EISA employ it.

Local bus

See the discussion above of the performance bottleneck caused by the very slow ISA bus (section “ISA”). Manufacturers found two ways to avoid slowing down the machine. 

1. Some manufacturers design a special high-speed slot for the motherboard that will only accommodate a particular card - typically a memory board. This bus slot is called a “local” bus slot.

Local bus design means: A peripheral is connected to the microprocessor’s own internal bus, not to the system bus. This applies for both the data bus and the address bus. See Messmer, p. 450 and p. 462 for figures.

The local bus and the system bus are separated by buffers and latches, as can clearly be seen on p. 5 of this document.

Local bus slots currently support three kinds of boards: memory boards, video boards, and disk controllers.

The advantages of such an arrangement are:

· The PC’s internal data bus is wider than the expansion bus, so data flows much quickler to and from local bus peripherals  ????

· The PC’s data bus is clocked much faster than the expansion bus, providing an additional speed/performance advantage  ?????

· The data path is shorter, providing an additional speed/performance advantage  ?????

Although electrons travel in conductors nearly at the speed of light, today’s PCs are so powerful that the lengths of conductor paths do become significant. 

2. The second solution is to put sockets for memory right on the motherboard, obviating the need to deal with the expansion slots.  See discussion in Menasi, p. 101.

The down side of the local bus

VLB is really just a 32-bit, high-speed extension of the older, dumb ISA architecture. VLB actually hurts the PC world in a way. VLB offers improved speed, but no better ways of using that speed: It just perpetuates the old PC approach of doing everything in a fast, brute-force manner. The VLB does not offer most of the attractive features of the Micro Channel and EISA buses; it does not offer software setup of boards or bus mastering. VLB systems still require jumpers to be set. Also, the CPU must babysit every single data transfer over the VLB bus. 

Discussion: Menasi, p. 102; cf. Messmer, “bus arbitration” or p. 479 on bus mastering.

PCI

Menasi, p. 102 ff

Major features of the PCI bus:

wider data path
64 bits, but compatible with 32-bit paths for 486 systems

higher speed

33 MHz, 66 MHz

backward compatibility
the support chips will support ISA and EISA, allowing a 

mixed bus system

bus mastering
support for bus master adapter boards

software setup

no more jumpers, DIP switches

Busses
	Bus type
	width of data bus in bits
	connection to µp
	supports bus mastering?
	data transfer rate
	compatible with earlier busses?
	software setup how

	ISA
	8, 16

(narrower than 386DX, 486)
	external
	only very primitive form (DMA)
	8 MHz
	- 
	DIP switches, jumpers

	MCA, EISA
	32
	external
	yes
	max. 20 MHz
	MCA: no!

EISA: yes
	by software

	local bus
	32
	internal

*
	no! (only DMA)
	same as microprocessor clock
	yes
	DIP switches, jumpers

	PCI
	64, 32-bit compatible
	external
	yes
	33 MHz, 66 MHz …
	yes!
	by software


*   Advantages:

1.  Has the same data bus width as the microprocessor (very wide)

2.  Clocked at the speed of the microprocessor, which is fast

3.  The data path is shorter, providing a further speed (performance) advantage

Ports

Minasi, p. 200-201: mapping of memory addresses — ports

Working memory

Real vs. protected mode of microprocessors

real mode: fully compatible with the 8088/8086

protected mode: has to do with the multitasking capability.

Protected mode:

1. keeps a program from overwriting the memory space of other programs

2. keeps a program from violating the memory space of DOS

3. allows one program to crash without causing the whole PC to crash

Memory expansion and virtual memory ONLY in protected mode. The reason is explained on p. 27: “The reasons for memory limitations”.

PROBLEM:

Users wanted GUIs and the ability to run multiple tasks simultaneously.

Multitasking (p. 15) requires:

· protected mode (p. 14)

· virtual memory (p. 15)

· GUI

· extended memory (p. 44)

These features are exactly what Windows is giving us.

There is little sense in having a protected-mode DOS, because Windows is needed for so many reasons (= above features).

Protected mode requires software that supports it. OS/2 takes full advantage of protected mode. DOS does not. The reason why recent versions of DOS cannot be run in protected mode is probably as follows.

A fundamental, important fact is that protected mode is required for multitasking. If you are always running only one program at a time, you do not need protected mode. So Intel came up with protected mode to allow multitasking. But there is little sense in creating a multitasking environment without a graphical user interface. Such an environment would be awkward to use. (DOSSHELL is a task switcher, but does not allow multiple taks to run simultaneously.) And of course, the MacIntoshes showed how user-friendly graphical user interfaces are.

So instead of creating a protected mode, non-GUI DOS, Microsoft created Windows.

Note there are DOS programs which use protected mode. They are called DOS extenders. Their notable characteristic is that they can address extended memory.

CAREFUL! This is not entirely correct. DOS contains a program, DOSX.EXE, which is a DOS extender. See discussion of DOS extenders in Monadjami and Schulman’s book on p. 140, ff.

Since DOS does not support protected mode, it can only access the first 1 Mb of RAM. This is spelled out in detail on p. 50, “Summary why DOS is limited to 1 MB”.

Virtual memory

simulates up to 1 Gb (Pentium: 4 Gb). RAM contents not needed at the moment are swapped to disk. Under Windows 95, the swap file is called Win386.SWP.

Virtual memory is possible with the 386 and later microprocessors. The Memory Management Unit (MMU) administers virtual memory.

Multitasking

Several programs are active at the same time, are processed in serial. Multitasking must be supported by:

1. the hardware

2. the user programs

3. the operating system

RAM chips

DRAMs must be regularly refreshed because the storage element is a capacitor, which eventually loses its charge. The necessity of making PC components as small as possible means the DRAM capacitors are always becoming smaller and smaller. It’s hard for a tiny capacitor to hold its charge.

SRAMs are much faster than DRAMs and thus are used for cache memories. Of couse, they are also much more expensive. A PC with all SRAM chips for the working memory would be very expensive and not competitive.

The diagram on p. 396 of Messmer shows clearly that (most) RAM chips are bit oriented. This means each chip can input or output only one bit per cycle.

There are also RAM chips for a nybble (4 bits). SIMMs are equivalent to one byte.

Explain what parity is (relates to the number of 1s). The parity check is a 1-bit value stored in a separate parity chip. A parity chip is required for each byte. Thus, the 32-bit-wide data bus of the 486 requres 4 parity chips.

If the PC encounters a parity error, this will be reported to the user and the PC will halt. 

The number of bit-oriented chips = the data bus width. A 486 requires 32 bit-oriented chips for data and 4 parity chips.

Each bank of physical memory has the exact same number of bits as the PC’s data bus (Menasi, p. 293-4).

CLASS ACTIVITY

Like Menasi, p. 276, etc.:

Knowing how much RAM a given PC has (POST, MEM, MSD), knowing the width of the PC’s data bus and knowing how many RAM chips it has (by visual inspection), divide to determine the number of bits per chip (1 or 4=nybble). Remember the parity bit.

Data bus widths for common microprocessors

Microprocessor

Width of data bus, bits

8088



8

8086, 80286, 80386SX
16

80386DX, 80486

32

80586 (Pentium)

64

Obviously, the 32-bit operating systems Windows NT and Windows 95 do not take full advantage of the Pentius’s wide data bus. Microsoft has announced a 64-bit version of Windows NT.

SIMMs: each one is the equivalent of one byte, so a 486 requires four SIMMs.

CHECK THIS WITH MESSMER; SIMMs either bit or nybble structures, meaning each SIMM chip can read or write only one (four) bits per cycle. But the SIMM module itself stores 8 data bits + 1 parity bit.

SIMMs come in 256 k, 1024 k and 4096 k sizes. The unit is kilobits, not kilobytes.

See the timing diagram in Messmer, p. 397 to explain the meaing of access time.

Also explain cycle time.

The relationship between microprocessor clock speed and minimum required RAM cycle time:

The memory must be able to respond to a memory request in two clock ticks, whereby


clock tick =  1/clock rate

1 tick = read request

next tick = address

Memory chip markings: Messmer, p. 267,278

CLASS ACTIVITY

Read the markings on the class PC’s RAM chips.

Locating the bad chip with the number code: Depends on the motherboard. ´The chip locating scheme is different for each type.

RAM error messages

Mensai, p. 284 ff. 

CLASS ACTIVITY

Bend a leg and try to interpret the error message

Memory management under DOS

Reason for segmentation:

1. 8086 max. 2 byte values = 65,536

2. thus, this = max. number for real mode

3. thus, this = max address DOS can handle directly

Need to clearly distinguish:

1. The PC’s address space is divided into 64 k segments, or paragraphs (is not linear, as with Motorola processors)

2. The address space was originally limited to 1 Mb, because of the number of lines on the address bus. 

Background information on why the PC’s address space is divided into segments of 64 k each

The basic reason is that while the address bus of the 8086 is 20 bits wide, the microprocessor has only 16-bit registers.

While PCs can work with any numeric format, the one they use most is the two-byte word format. That’s because 16-bit words are used in every aspect of the PC’s memory addressing, and because 16-bit words are the largest numbers the PC’s instruction set can handle when the processor is in real mode.

When you use DOS, the processor is working in real mode (or perhaps virtual 86 mode). It is emulating an 8086, which means it works best with 16-bit numbers, which can be no longer than 65,536. Because the computer uses numeric addresses to find its way through the memory, that suggests that the memory can’t be larger than 64 k.

Summary why DOS is limited to 1 MB

1. DOS always runs in real mode. 

2. In real mode, 16-bit microprocessor registers are used to form the addresses. 16-bit words are the largest numbers the instruction set can handle in real mode.

3. The largest number possible by adding the segment address and the offset




 FFFF0

(16 bits)



+ FFFF

(16 bits)
equals 1 114 095.

How addresses are denoted

1.  Inside the PC: backwords

     AB CD is denoted as CD AB

2. documentation:
ABCD:1234



        segment
offset



         address

The segment part specifies a memory address that is a multiple of 16 - an address that has a hex 0 in its last place. These memory addresses that are multiples of 16 are called paragraph boundaries, or segment paragraphs.

How to obtain a physical address from the segment address + offset:




ABCD0




 1234





physical address (1 MB)

DOS address segments

(The segments are blocks of 64k memory cells. Programs cannot be longer than 64k under DOS and cannot handle more than 64k of data, because the code segment and data segment registers cannot be changed while a program executes.) This may no longer be true, at least for programs utilizing the specific capabilities of the 386 and higher: Rosch states, “... it (the 386 microprocessor) has more flexibility in manipulating this memory because of its variable segment size. In contrast with the 80286, the 80386 can switch modes with simple software commands and without being reset.” (p. 77)

The segment address is always stored in the four segment registers (only), while the offset can be stored in any of a multitude of registers.

Although the advantage - no 64 k limits - of changing the segment registers is obvious, the price isn’t so obvious, but it’s quite real. When a program manipulates the segment registers, it takes on both an extra work load, which slows down the operation, and an extra degree of memory management, which can complicate the program’s logic. There is a clear tradeoff to be made between speed, size, and simplicity on the one hand and power on the other.

As it turns out, the design of the processor’s instruction set makes it relatively easy and efficient to change the CS register that controls the program code and relatively clumbsy to control the data’s DS register. Thus, you find a fair number of programs that are larger than 64 k but work with only 64 k of data at a time. Fortunately, both the art of programming the PC and the PC’s programming languages are becoming increasingly sophisticated, so you run into the 64 k limit less and less frequently.

This depends on the design of the processor’s instruction set, as noted above. The Motorola microprocessors have linear address space.

The reasons for memory limitations

There are TWO reasons for memory limitations:

1. the number of address lines of the computer’s bus.

2. the size of the address registers in the microprocessor.

Re the second reason:

In real mode, the 80x86 processors use 16-bit registers to create the addresses.

So to address more than 64 kb, two 16-bit components must be used.

See “How addresses are denoted” on the previous page, and the calculation in the section “High Memory Area (HMA) on p. 54.

Therefore, DOS is limited to 1 Mb, because it always runs in real mode.

Memory Management

Definitions

Upper Memory Area (UMA, hoher Speicherbereich) = Bereich zwischen 640 KB und 1 MB

High Memory Area (HMA, erweiterter Speicherbereich) = Bereich oberhalb von 1 MB

­extended memory (Erweiterungsspeicher, XMS-Speicher)

®





expanded memory






(EMS-Speicher)

See handout

DOS itself can only address 1 MB = real mode memory (vs. protected mode).

DOS extenders work by loading a program through DOS in real mode and then switching program control to protected mode.

Upper Memory Area (UMA) or Adapter Segment

A memory map of the UMA is contained in Norton, p. 356

The system and video BIOS and the video memory are located here. Expansion cards (such as network cards or hard disk controllers) may have their working memory here. Also, some of the PC’s normal RAM may be mapped into the UMA.

The UMA was originally intended for hardware expansions. Thus, various BIOS extensions are found here. 

Load parts of DOS to the UMA with the CONFIG.SYS command DOS=umb.

Use devicehigh and loadhigh to load drivers and COMMAND.COM into the UMA.

Use the following DOS command to determine the contents of the UMA:


MEM /C

High Memory Area (HMA)

A memory map of the HMA is contained in Norton, p. 356.

Microprocessors with extended memory capacities can address more than 1 MB even in real mode by activating the address line A20. This accesses the High Memory Area (but not more).

It is always said that only 1 Mb is addressable in real mode. The explanation is that the largest number possible by adding the segment address and the offset




 FFFF0

(16 bits)
this is the best real-



+ FFFF

(16 bits)
mode DOS can do
equals 1 114 095, while 220 = 1 Mb = 1 048 576. The difference, in terms of memory cells, is the HMA. It occupies 65 520 bytes, equivalent to one block.

DOS programs require CONTIGUOUS memory segments. But the video memory is located at the 640 kb boundary. Therefore, DOS programs cannot use the HMA, and it is used only for drivers and TSRs. The HMA has room for one driver or utility. 

DOS 5.0 loads its kernel to the HMA automatically if HMA is accessible.

Microprocessor aspects: Rosch, p. 77

Why are DOS programs limited to the first 640 kb of working memory?

DOS does not allow programs to fragment themselves into multiple parts.

And the video memory area is located on the 640 kb boundry. So no programs can “step across” this boundry and occupy more than 640 kb.

Expanded Memory

The standard for expanded memory is known as EMS. EMM386.EXE is the expanded memory driver which is part of DOS.

Why did expanded memory become obsolete so quickly?

The microprocessors since the 8086 can address more than 1 Mb of RAM directly. The 80286 can address 16 Mb, while the 80386 and 80486 can address 4 Gb directly. So there was then no reason to use expanded memory.

Expanded memory required complicated address translation schemes for memory remapping, and the EMM driver took up space in RAM.

Extended Memory

The Extended Memory Specification (XMS):

· regulates access to extended memory and the HMA

· enables the address line A20.

The drivers for extended memory are known as Extended Memory Managers (XMMs). Microsoft’s XMM is called himem.sys.

The 80286, 80386 and 80486 processors can only address more than 1 Mb in protected mode. But DOS only runs in real mode, which limits it to 1 Mb. 


P. 41,43: “The reasons for memory limitations”
This is of course one of the great advantages of Windows, which is a protected-mode operating system.

It certainly would seem that the restriction to 1 Mb of working memory remains under DOS, despite having powerful microprocessors.

There are a few ways out of this dilemma.

1. DOS extenders allow DOS programs to directly access extended memory in protected mode even without an extended mode operating system.

2. BIOS interrupt 15h, function 87h (Monadjami May, p. 276)

HIMEM

HIMEM.SYS is Window’s own XMS memory manager, for Windows versions up to 3.11 (WfW). It has the following two functions:

· it allows extended memory to be used, including HMA

· it coordinates the use of your computer's extended memory, so that no two applications or device drivers use the same memory at the same time.

HIMEM.SYS is not required for Windows ’95! The latter has its own XMS memory manager, and will ignore HIMEM.SYS if loaded by CONFIG.SYS

(will load it but igore it (?); enter MEM /C).

You install HIMEM by adding a <DEVICE> command for HIMEM.SYS to your

CONFIG.SYS file. The HIMEM.SYS command line must come before any commands that start applications or device drivers that use extended memory; for example, the HIMEM.SYS command line must come before the EMM386.EXE command line.

HIMEM tests the reliability of your extended memory

The MS-DOS 6.22 version of HIMEM.SYS includes a special safety feature: it

tests your computer's extended memory each time your computer starts. HIMEM tests the memory by writing and reading data to each memory address and checking for differences in the data. If the data HIMEM reads from an address differs from the data it just wrote to that address, then the memory at that address is unreliable. Unreliable memory can cause system

instability or loss of data. HIMEM's memory test is more thorough than the

standard power-up memory test performed by most computers.

If HIMEM detects unreliable memory, it displays the following message and

does not load:

    ERROR: HIMEM.SYS has detected unreliable extended memory at address

    XXXXXXXXh.

If you receive this message, you should have your computer's memory checked by a qualified computer hardware technician. Although you can disable the memory test and load HIMEM by using the /TESTMEM:OFF switch, it's not advisable to do so until you have had the memory checked by a technician.

Default memory allocation

Only one program at a time can use the high memory area (HMA). If you omit the /HMAMIN=m switch (or set it to 0), HIMEM reserves the HMA for the first program that requests it and that meets the memory requirements set by the /HMAMIN=m switch. To ensure the most efficient use of your system's high memory area, set /HMAMIN=m to the amount of memory required by the program that uses the most HMA memory.

Loading MS-DOS into the high memory area

HIMEM or another XMS driver must be loaded in order to load MS-DOS into the high memory area (HMA). You load MS-DOS into the HMA by using the DOS=HIGH command in your CONFIG.SYS file. (The DOS=HIGH command can appear anywhere in the CONFIG.SYS file.)

Rosch has a good discussion of DOS extenders on p. 157-8.

HiMEM works by enabling address line A20. 

SMARTDRIVE

RAM    «  SMARTDRIVE   «     HDD

SMARTDRV

Starts or configures SMARTDrive, which creates a disk cache in extended memory. A disk cache can significantly speed up MS-DOS disk operations. When used for disk caching, SMARTDrive is loaded by using the SMARTDRV command in your AUTOEXEC.BAT file or at the command prompt.

SMARTDrive can also perform double buffering, which provides compatibility

for hard-disk controllers that cannot work with memory provided by EMM386 or Windows running in 386 enhanced mode. To use double buffering, load the <SMARTDRV.EXE> device driver by using a DEVICE command in your CONFIG.SYS file.

SMARTDrive will not load after Windows has started.

_

                              SMARTDRV--Notes                               

Enabling write caching on specific drives                                    

By default, MS-DOS Setup configures SMARTDrive so that write-caching is disabled. This configuration is extremely safe, but does not provide optimum speed. After SMARTDrive starts, you can use the SMARTDRV command to enable write caching on specific drives. This can significantly speed up your system. To enable write-caching on a particular drive, carry out the SMARTDRV command and specify the drive letter and a plus sign. For example, to enable write-caching on drive C, you would type the following:    

smartdrv c+

To check the status of Smartdrive, simply enter:

smartdrv

Notes:
1. switch Smartdrive OFF for CD-ROM drives, because Smartdrive does not support them. 

2. Write-cache is NOT dangerous, because:

· the data is written back every five seconds, and

· (regarding the danger of switching the PC off when the cach is writing data back:) The DOS command prompt will not appear until the data is all written back. So simply make sure you see the prompt before turning the PC off.

3. Use the DOS program SmartMon.Exe to monitor the success of Smartdrive.

Using extended memory

For SMARTDrive to use extended memory, your CONFIG.SYS file must contain DEVICE command for HIMEM.SYS or another extended-memory manager that conforms to the Lotus/Intel/Microsoft/AST eXtended Memory Specification (XMS).

Loading SMARTDrive into the upper memory area

If the upper memory area is available through MS-DOS, SMARTDrive will automatically load into upper memory. Check by entering the command MEM /C. You do not need to use the LOADHIGH command with SMARTDrive.

If your hard disk requires double buffering, SMARTDrive may run faster its cache is located in conventional memory. To load SMARTDrive into up memory and its cache in conventional memory, use the following command:

    loadhigh smartdrv /l

EMM386.EXE

The standard for expanded memory is known as EMS. EMM386.EXE is the expanded memory driver which is part of DOS.

EMM386.EXE has TWO functions: It

1. provides expanded-memory support and

2. provides access to the Upper Memory Area for DOS applications.

EMM386.EXE is enabled by adding the following line to CONFIG.SYS:

DEVICE=C:\DOS\EMM386.EXE

To allow DOS to use the UMBs, insert the following line:

DOS=UMB

The first function can be disabled by entering the line 

DEVICE=C:\DOS\EMM386.EXE      NOEMS 

in your CONFIG.SYS file.

The second function is only necessary if you use DOS applications.

Windows is a protected mode operating system which needs neither EMS nor EMM386. The more free XMS memory is available, the faster Windows will run. If you ONLY work with Windows, you can forgo EMM386 entirely. (source: PC-WELT 3/94, pp. 129-130)

EMS nutzt den Speicher oberhalb von 1 MByte über Speicherfenster.

EMS ist veraltet. The adapter segment can be used with the CONFIG.SYS command DOS=UMB, assuming EMM386.EXE is activated.

Enables or disables EMM386 expanded-memory support on a computer with an 80386 or higher processor. The EMM386 command also enables or disables Weitek coprocessor support. Do not use this command when Windows is running.

To display the current status of EMM386 expanded-memory support, use the following syntax:                                                           

    EMM386                                                                  

Erweiterungsspeicher XMS (Extended Memory Specification)

Gewissermaßen die Nachfolge von EMS.

Stellt den Speicherbereich oberhalb von 1 MB für RAM-Laufwerke zur Verfügung 

Memory Management under Windows

A Windows application typically consists of several code segments. Each segment has its own attribute. Two of the possible attributes are:

movable

the program segment can be relocated in RAM

discardable

the program segment can be completely removed from 
RAM. It is sent to the swap file on the hard disk (?)


This is what “discardable” means in the WinSleuth map


of global memory.

Code caching means code segments can be moved to extended memory.

Virtual 8086 mode:

A virtual 8086 machine is made available to each DOS application running under Windows, including 1 Mb of RAM, I/O parts and an interrupt vector table for each. The DOS applications run in real mode. Each virtual machine is given the memory environment which existed before Windows was started, including all TSRs and drivers.

must very clearly differentiate virtual 8086 mode and protected mode.

what are some features the one contains and which the other does not contain ...
excellent source: Goodman
The Virtual Machine Manager (VMM) is in charge of task switching for the multiple tasks running simultaneously.

Note that DOS applications run with preemptive multitasking, meaning they cannot monopolize microprocessor time of their own accord. The VMM can force a DOS application to relinquish control.

Windows applications, on the other hand, run with cooperative multitasking. This means they must voluntarily give up control.


Windows 95 is different
Protected mode

cf Peter Monadjemi in PC PRO, July, 1991. Compare and contrast with virtual 8086 mode (see Goodman)

Let’s first examine the differences between protected mode, virtual memory and paging.

Protected mode:
· keeps a program from overwriting the memory space of other programs

· keeps a program from violating the memory space of DOS

· allows one program to crash without causing the whole PC to crash

Virtual memory
is memory which is remapped or swapped, so its correspondence to physical memory changes from time to time. More specifically, virtual memory:

· creates the illusion of there being more memory than is actually physically installed

· can allow the user to extend virtual memory onto a disk drive.

· (can allow access to more actual RAM than the linear or physical memory address space allows. This is only of academic interest, being applicable to PCs with few address lines, such as 8086 PCs, which could only address 1 Mb of RAM or 80286 PCs, which could only address 16 Mb. Modern PCs have address lines allowing up to 4 Gb of physical RAM to be addressed, but who can afford to install that much RAM?)

Paging
is the process of converting a linear address to a physical address. This is illustrated graphically in Goodman on p. 434.

Virtual 8086 mode

requires protected mode to run. Thus, these two modes are not parallel alternatives.

Virtual 8086 (V86) mode allows DOS programs to have all the benefits of protected mode. It lets each one have its own virtual 8086 machine, so it is protected from the memory operations of any programs which may be running simultaneously.

Why would this be desirable? V86 allows multiple DOS sessions to run simultaneously. Each is known as a V86 task.

In summary, V86 mode allows two things:

1. real mode DOS programs get all the protections inherent in protected mode

2. multiple V86 sessions can run simultaneously.

Goodman discusses privilege levels and V86 mode on pp. 436-7. (See p. 418 for a fundamental discussion of privilege levels.) 

The mechanism which harmonizes multiple V86 sessions, allocates resources and virtualizes devices is known as the operating monitor program, virtual machine control program or simply the monitor. Goodman discusses the monitor on pp. 436-7. V86 sessions requiring PC resources make their needs known by issuing an interrupt. Ordinarily, whenever an interrupt occurs, the monitor regains control of the PC.

With V86 mode, we have premptive multitasking for DOS tasks, but are stuck with cooperative multitasking for Windows tasks (until Windows 95).
This is the reason why:

The monitor always has absolute control and power over DOS sessions. This means that any time an interrupt occurs, the monitor can suspend the V86 task currently running and run another. Or, after servicing the interrupt, it can let the current V86 task proceed. This is preemptive multitasking.

Except for Windows 95, the monitor does not have this wide-ranging power over Windows sessions. (? need to confirm this)

Virtualizing devices

Each program running 

Virtual memory, paging and the swap file

The concepts virtual memory and paging are defined at the beginning of the section on protected mode.

Virtual memory

is memory which is remapped or swapped, so its correspondence to physical memory changes from time to time. More specifically, virtual memory:

· creates the illusion of there being more memory than is actually physically installed

· can allow the user to extend virtual memory onto a disk drive.

(can allow access to more actual RAM than the linear or physical memory address space allows.

Typical applications for virtual memory
(scan in from Goodman, p. 446, Some reasons ...)

Paging

The paging unit of the processors beginning with the 80386 provides hardware support for virtual memory management. The paging unit divides the entire address space into 4 kb pages; this dividing up is known as paging. Note that “demand-paged virtual memory” is the process of swapping in needed data from the hard disk, and swapping out data when working memory is full. 

Paging is only possible in protected mode and in virtual 8086 mode. Note both paging and these modes are microprocessor architecture issues. 

The advantage of paging is that the processor can place any page anywhere in memory. This is very important for multitasking: in order to make real mode programs running in virtual 8086 mode believe they are running in a real 8086 computer, the paging unit is told to map all the memory that task is using to the first 1,088 kb of linear memory space. That remapping is repeated for each V86 task just before it is allowed to run for a while.

A table contains entries for each page for the following:

· if the given page is located in working memory

· what task the page is assigned to.

If a program accesses a page which is not currently in memory, the Virtual Memory Manager (VMM) is called. The VMM finds the required page and loads it into RAM. This is all transparent to the program. It must not be modified to utilize virtual memory mechanisms. 

How does the VMM decide what RAM contents to swap to the hard disk?

The principle used is called last recently used (LRU). The VMM swaps out memory contents which have not been used for the longest time.

For this, the VMM uses a table with entries for all pages. The following information is stored:

· if the given page was already accessed (then the Accessed Bit is set)

· if the page was written to (then the Dirty Bit is set)

The VMM decides what page(s) to swap out in three stages:

1. it looks for pages whose Accessed and Dirty Bits are not set; such pages are swapped out. During the search, the VMM resets all Accessed Bits.

2. if this does not free up enough memory, it searches again. Since the Accessed Bits are all reset, enough memory for swapping out can now probably be found.

3. if not, the pages with a set Dirty Bit are also swapped to the hard disk.

Swap files can be permanent or temporary. 

Temporary swap files are very slow because Windows must use DOS to read and write to them. Windows without 32-bit disk access uses BIOS to access a permanent swap file. WITH 32-bit access, Windows directly controls the hard disk controller itself.

Permanent swap files are also faster because it is located in contiguoushard disk sectors, which speeds up access. The down side of a permanent swap file is that a contiguous portion of the hard disk is occupied, which may fragment other disk files. Also, the maximum size of a permanent swap file is limited by the size of the largest free disk portion.

The advantage of a temporary swap file is that it doesn’t exist and thus does not take up space on the hard disk, if Windows is not running.

Windows ’95 uses a dynamic, permanent swap file.

The flat mode of the 80386, 80486 and Pentium processors

Cf. Buchheit, p. 435 *

In this mode, the entire working memory is seen as a single segment, with a maximum size of 4 Gbyte. A 32-bit pointer addresses each element of this memory segment.

This greatly increases the performance of a multitasking system. But this capability of the hardware can only be used if the

· operating system, and the

· application software 

can use flat mode.

The great achievement of Unix, Windows NT and Windows ’95 is that they are 32-bit operating systems which use flat mode.

Working memory and Windows: practical considerations

If you commonly use DOS boxes under Windows, note the following:

1. Don’t block the UMBs with utilities you rarely need. 

Data is exchanged between DOS boxes and Windows by means of common address areas called API translation buffers. Memory management tries to place these buffers in the UMA. If there is no room for them there, they will be placed in conventional memory.

These translation buffers are necessary because real mode DOS applications and protected mode Windows programs must have a common memory area to exchange data. Because of the 1 Mb barrier for real mode, the buffers cannot be located in extended memory.

2. Before starting Windows, only load the TSRs and drivers you will need in all DOS boxes. 

3. Conflicts may be caused by the following situation:

Some network adapters, graphics cards or SCSI host adapters may occupy a FIXED location in the UMA for their own RAM. If a DOS application requiring expanded memory is running, the expanded memory manager may also occupy space in the UMA for page frames.

At the same time, EMM386 will claim the entire UMA.

Such conflicts are avoided by excluding areas of the UMA from the EMM386. Use the Exclude parameter for this (DEVICE=C:\WIN95\EMM386.EXE x= ...).

By the way, the parameter Include (i=... ) can be added to the command DEVICE=C:\WIN95\EMM386.EXE to explicitly include UMBs for EMM386. Use it in case EMM386 does not want to take control of all of the UMBs.

Windows has its own version of the Include and Exclude commands. They are located in the file SYSTEM.INI in the section [386enhanced]. Window’s Include command specifies which UMBs Windows may access. It should only be necessary if you do not use EMM386 at all, or if Windows and EMM386 disagree on the question of what UMBs are occupied.

MEMMAKER

MEMMAKER and MEM are described in detail in the file PC_2.Doc in the section MEMMAKER on p. 8.

QUESTION
Why do we use MEMMAKER, DOS=HIGH, EMM386, etc., when we know perfectly well that Windows can address the entire address space?

ANSWER:
Our start files might call TSRs and DOS programs. Also, without these measures, very large drivers will be located in conventional memory (drivers for sound cards, CD-ROM drives, network card software, virus checkers, etc.). This software unnecessarily blocks space in conventional memory.

But why bother? Windows can address the entire address space.

ANSWER:
1. The following modules MUST remain on conventional memory:

MSDOS, HIMEM, EMM386 and COMMAND.

Confirm this by running:



mem /c /p
2. Windows requires 256 kb of conventional memory to run

3. Conventional memory is required for TSR and DOS applications you want to run, and for any drivers, network card software, etc., which refuse to load high. Note some will refuse to load high into UMBs which seem to be large enough. This is because many applications require more memory to load than they do to execute.

Each DOS program must have a CONTIGUOUS memory segment. The memory segment must NOT be broken up.

MEMMAKER lädt alles in den Speicherbereich oberhalb von 1 MB, das sich dorthin laden läßt. 

Es aktiviert EMM386

Working memory upgrading issues

1.  A poor memory configuration uses low-capacity DRAMs and fills up the entire SIMM sockets. Upgrading then requires buying all new chips and throwing the old ones away!

2.  Upgrading RAM while retaining the existing power supply: Menasi, p. 225 shows even RAM demands considerable power, especially on power-up.

3.  The SIMM banks need NOT be filled with DRAMs of identical capacity! For example, see Menasi on p. 275-7.

Some unexpected possible causes for a “parity error” message:

1.  RFI randomizes the RAM contents

2.  Power surges, etc., do the same

3.  Underdimensioned power supply: Activating the hard disk to save data can also randomize RAM.

RAM advanced topics

RAM architecture

DRAM refresh signal:

An ISA pseudo-busmaster must control memory refresh when it is the active busmaster. 

An EISA active busmaster need not do this; there is a dedicated refresh logic for this. The DRAM refresh signal is an interrupt signal with the very highest priority.

DRAM addresses are transferred in two stages: first the row address then the column address. See Messmer, p. 480.

CHECK THE ABOVE WITH THE FOLLOWING STATEMENT:

XTs use DMA channel 0 for the DRAM refresh signal; ATs refresh the DRAM locally, so DAM channel 0 is available.

The command MEM

Shut down the PC, and reboot. Select F8 and “Previous DOS version”. Then, you can run MEM.

Zeigt die Größe des belegten und noch freien Arbeitsspeichers im System an.

MEM [/PROGRAM | /DEBUG | /CLASSIFY]

 /P(ROGRAM)  Zeigt den Status in den Speicher geladener Programme an.

 /D(EBUG)    Zeigt den Status von Programmen, installierten Treibern und

             andere Information.

 /C(LASSIFY) Klassifiziert Programme nach ihrer Speicherverwendung. Listet

             ihre Größe, bietet einen Überblick über verwendeten Speicher und

             zeigt den größten verfügbaren hohen Speicherblock an.

E.g., MEM /C shows:

Konventioneller Speicher:

  Name                 Gr”áe (dezimal)       Gr”áe (Hex)

-------------       ---------------------   -------------

  MSDOS              17424     ( 17.0KB)       4410

  HIMEM               1040     (  1.0KB)        410

  DISPLAY             8288     (  8.1KB)       2060

  SMARTDRV            2464     (  2.4KB)        9A0

  SBCD               11632     ( 11.4KB)       2D70

  COMMAND             3008     (  2.9KB)        BC0

  SMARTDRV           28336     ( 27.7KB)       6EB0

  KEYB                7120     (  7.0KB)       1BD0

  MSCDEX             46560     ( 45.5KB)       B5E0

  FREI                  64     (  0.1KB)         40

  FREI                 112     (  0.1KB)         70

  FREI                 144     (  0.1KB)         90

  FREI              521680     (509.5KB)      7F5D0

Insgesamt FREI:     522000     (509.8KB) 

Insgesamt verf�gbarer Arbeitsspeicher:                        522000  (509.8KB)

Maximale Gr”áe f�r ausf�hrbares Programm:                     521680  (509.5KB)

  32505856 Byte fortlaufender Erweiterungsspeicher insgesamt

         0 Byte fortlaufender Erweiterungsspeicher verf�gbar

  30343168 Byte XMS-Speicher verf�gbar

           MS-DOS resident im oberen Speicherbereich (High Memory Area)

MSD

RAM Problems
A. Use the DOS commands MEM and MSD to answer the following questions:

1. What is located in conventional memory?

Do your findings agree with the memory map?

1. Confirm that MSDOS, HIMEM, EMM386 and COMMAND are located in conventional memory (see p. 73).

Can you think of a reason for this?

B.  Use MSD and WinSleuth to explore upper memory. Do your findings 

agree with your expectations based on the memory map?

C.  Use the Windows 95 System icon and the Device Manager, click on 

Computer and Properties, then select the Memory button to answer the following questions:

1. Handout Table A-2: Select switch settings for switches 2, 3 and 4

2. What I/O devices have occupied space in the C and D blocks for expansion ROM?

Cache memory

Caches are a way of avoiding wait states despite use of relatively slow DRAMs (DRAMs which do not fulfil the criterion: The memory must be able to respond to a memory request in two clock ticks.)

Caches are SRAMS, which are faster and much more expensive than DRAMS.

DRAMS have cycles times between    and   , while the cycle times of SRAMs range from    to    .

The 80486 includes:

1.  the cache controller on chip

2.  a very small (8 kb) cache on chip.

The smallness of the on-chip cache is the reason why a level-2 cache on the motherboard is recommended. Note that the primary cache is consulted first. If the data cannot be found there, the secondary cache is consulted.

The Pentium has a level-2 cache, with separate areas for data and program code. There is no write-back for program code in protected mode.

Hard disk drives

Hard disk drive controllers

Basics: See “General notion of a controller”, on p. 24

Minasi, p. 358 ff

Integrated Device Equipment (IDE) controllers

The “controller” is really more like an adapter, with few intelligent functions. Most HDD controller functions are built into the IDE drives themselves. The “controller” mainly buffers signals and has address logic circuitry.

SCSI controllers

A general, parallel multimaster bus. SCSI uses block transfer mode, which is described on p. 67 in the section on large disks.

It supports up to eight devices: one host and seven peripheral controllers, with cascading to 64 devices.

The SCSI philosophy shifts the burden of handling the details of hardware interfacing to each peripheral device. The computer merely sees I/O devices as a source or sink for data.

SCSI devices therefore must be fairly “smart”, but these days this is not a great technological problem.

SCSI transfer rates:
SCSI-1

32 Mbits/s

SCSI-2

80

Enhanced IDE (EIDE) controllers

EIDE is an improvement and further development of the IDE controller. Up to four HDDs can be connected, as follows:

· primary master 

· primary slave

· secondary master

· secondary slave

EIDE features the following enhancements:

· the data transfer rate is very high for the primary drives

· it supports removable data volume devices (cartridges)

EIDE enables high data transfer rates by means of a new mode for converting logical addresses to physical drive geometry: Logical Block Addressing (LBA).

The addresses are not laboriously converted to cylinder, head and sector. Rather, the drive appears as a continuous medium with sequential blocks. This is easier, faster.

Note that LBA mode must be specifically enabled when installing the drive. 

LBA: see also p. 67 re large disks

BIOSes only enable access to a maximum of 1,024 cylinders = 504 Mbytes. The EIDE standard allows up to 65,536 cylinders, for 127.5 Gbytes. Special drivers are required to overcome to 504 Mb limit. An example of such as driver, WDCDRV.386, is described on p. 67 ff.

EIDE transfer rates:

between 13 and 16 Mbytes/s

HDD jumper settings

P0



SP

DS

CS

Hard disk drives: Getting the big picture

Basic concepts

Heads/sides/surfaces, tracks, sectors, cylinders, clusters.

Cluster = 2 sectors = 2 x 512 = 1024 bytes.

See Minasi, p. 337, 330, 332/3

There can only be one file per cluster. That means that, e.g., a single byte takes up an entire cluster (two sectors). Cf. class activity 4 below.

The number of sectors per track depends on the recording technique used: Menasi, p. 330.

Cylinders and heads are counted starting at 0.

Sectors are counted starting at 1.

Clusters are counted starting at 2.

CLASS ACTIVITY

1.  Find out how many tracks, sectors per track and how many bytes per sector the PC’s hard and floppy disk drives have


CMOS setup, MSD, Norton Utilities ...

2.  How does MSD ... find this information: from the disk’s boot sector


View with debug, Norton Commander ...

3. Use CMOS setup data on hard and floppy disk drives to confirm the drive capacity


Note not the entire disk is available for user data; see Menasi, p. 338, 333.

      Which capacity results from multiplying the numbers in the CMOS setup; gross or 
       net storage capacity?

4. DIR reports the actual number of bytes in a file; CHKDSK reports the total number of bytes taken up by a file (=entire clusters). Compare the results reported by each command for a few files. 

     How about the Windows File Manager?

Sector sizes

The size of a sector depends on the diameter, i.e., the distance of the given track from the center of the disk. For most hard disks, all tracks have the same number of sectors (but then, the density of the data varies?). The recording technique Zone Bit Recording (ZBR) uses varying numbers of sectors per track for high-capacity hard disk drives.


See Messmer for details

Cylinders (Menasi, p. 332/3)

A given sector is uniquely determined by specifying the cylinder and the head (surface/side). Manufacturers tend to specify cylinder and head.

DOS sectors (Menasi, p. 335)

DOS sectors are absolute, consequtive numbers for the sectors. Example in Messmer on p. 336. Is a single number which uniquely identifies an area on the disk, rather than cylinder #, head #, and (relative) sector #. 

As the name would suggest, DOS itself uses DOS sectors to refer to data on disks.

Clusters (Menasi, p. 336 ff)

The number of sectors per cluster depends on the drive capacity:see table in Menasi on p.. 337. See this document, section on “Obtaining the Most Efficient Use of Space on Your Drive” just after Leistungsoptimierung.

In any case, a file occupies a minimum of one cluster. DOS always reads entire sectors.

Clusters only start in the data area, after the FAT and directory (maybe the reason why the first cluster is known as cluster number 2).

Menasi, p. 338, table 10.3: structure of a sample hard disk.

Menasi, p. 339: structure of track 0.

Each FAT entry related to one CLUSTER (since each file is at least one cluster), not one sector.

Hard disk advanced topics

CHKDSK

Only checks the directory and FAT, NOT the data itself.

What CHKDSK does:

directory





¬
data

FAT

CHKDSK checks the connections of the data to the directory and the FAT; is there any data not listed in the directory or the FAT? If so, such data is known as “lost clusters” (screen message jargon).

CHKDSK option /F

This option and answering yes to question “Convert lost clusters to files?”:

If lost data is found, the following assignment is made:

Data



®
FILE0000.CHK






FILE0001.CHK






FILE0002.CHK

Disk performance

Access time = seek time + rotational latency period

seek time = time required for the head to move to the desired sector’s cylinder

rotational latency period = the time required to wait for the desired sector to rotate under the head.

Minasi lists some typical seek times on p. 344. The latency period is approximately 8.33 ms. 

The data transfer rate must be high to have an interleave factor of 1.The interleave factor is 1 for all IDE drives. Older drives with an interleave factor > 1 stagger the numerically sequential sectors. Then, sector 2 is not placed immediately after sector 1, but rather later. The position depends on when the data transfer rate allows another sector to be read. The interleave factor is set during low-level formatting. There are interleave fixer programs on the market.

Minasi describes on p. 347 the many processes involved in reading one sector. Some of the overhead required involves checking the read data for errors. This includes an Error Correcting Code (ECC), which the HDD controller adds to the data it writes on the disk. The ECC must be read and calculated, which takes some time.

Controllers waste a lot of time checking data and rereading data they’ve read just recently. Full-track and caching controllers seek to eliminate that waste and speed up disk access.

Some sophisticated controllers assume (reasonably) that most of the time when you want one sector on a track, you’ll end up wanting most sectors on a track. Think about it: Why look at a track as 17 sectors, each requiring separate read operations, when another approach is to read the whole track in one operation?

benchmark value for seek time

HD interleave p. 349

See instructional manual for the Upgrading course

Full-track buffering

Minasi, p. 354

Caching controllers

Minasi p. 354

Recording techniques

EXCELLENT: Minasi, p. 355-357

Large hard disks

The following description of a driver for a large (1 Gbyte) hard disk contains some information of general interest.
SCSI drives do not work with cylinders and heads, but rather with logical block addresses. These basically are equivalent to sequential sector numbers (see “DOS sectors” in section       above). Each logical block address is 32 bits. Since sectors are 512 bytes, 2 Tetrabytes can be addressed.

The standard PC BIOS has never heard about logical block addresses. Thus, virtually all SCSI adapter manufacturers include an extended BIOS with their products.

Note the capacity limits of an extended BIOS for IDE drives is:

1,024 cylinders x 256 heads x 63 sectors = 7.88 Gbytes.

WDCDRV.386 is a "Fastdisk" hard disk driver for use under Microsoft's 

Windows 3.1 and Microsoft's Windows For Workgroups 3.11 on 386 or higher

based systems. WDCDRV.386 is a direct replacement for the built-in

Microsoft 32-Bit Disk Access driver WDCTRL.

Its main benefit is its ability to work with drives with more than 1,024

cylinders and capacities greater than 528 Million bytes (516 Megabytes).

WDCDRV.386 also has the ability to transfer data from the hard disk in either

a Block Mode PIO fashion, EISA type 'B' DMA fashion, or PCI type 'F' fashion.

Block Mode PIO is a means of transferring multiple sectors at a time between 

the host and hard disk as opposed to transferring one sector at a time. 

Normally in an AT compatible machine a hardware interrupt occurs for each 

sector transferred to/from the hard disk. Under Block Mode PIO one interrupt 

will occur for a block of sectors. The number of sectors that are to be 

transferred per interrupt is programmable by the host and is referred to as 

the blocking factor. The driver will determine if block mode is enabled for 

the drive when you start Windows. If block mode is detected then the blocking 

factor programmed is used as the default value for the Fastdisk driver. If 

block mode was not enabled for the drive when Windows was started the default blocking factor used equals the maximum blocking factor supported that is reported by the drive on an Identify Drive command.

Transferring data via Block Mode PIO increases throughput by eliminating the inter-sector overhead associated with each sector. This is most beneficial when the hard disk is transferring data out of its cache. Block Mode data transfers are enabled by default.

This driver also supports EISA type 'B' DMA transfers for drives that support this feature and are installed in an EISA system. Data is transferred at a rate of 4 MB/sec which is about double that of a 6 MHz AT. The standard Read DMA and Write DMA commands as described in the CAM ATA specification are used.

Furthermore, type 'F' DMA is supported in PCI based systems. Data is transferred at a rate of between 6 and 8 MB/sec using type 'F' DMA. The same Read DMA and Write DMA op codes are used, the only difference is in the programming of the DMA controller on the motherboard.

Transferring drive data via DMA allows the host CPU to work on other tasks while hard disk data transfers are taking place. This increases the overall CPU bandwidth which is critical in multi-tasking environments.

This driver only runs Block Mode PIO and DMA on Western Digital drives. To use the DMA feature the drive must be installed in an EISA or PCI  system and the DMARQ and DMACK- signals on the the 40 pin cable must be connected to the proper DMA request and acknowledge signals on the EISA or ISA bus.

This revision of the WDCDRV driver automatically supports Logical Block Addressing (LBA) on drives that support this feature. When Translating BIOS is detected in the system, the driver will support the drive in LBA mode if LBA is supported by the drive, otherwise it will support the drive in Translating CHS mode. A translating BIOS is a BIOS that allows your system to recognize hard drive capacities greater than 528 MB.

This revision of WDCDRV drive automatically detects DMA channel and system bus type being EISA, PCI/ISA or PCI/EISA.

System files on disks

The system files on EVERY hard disk and floppy are:

· the first sector, with the boot record and other information

· the file Allocation Table (FAT)

· the main directory

Explain each of these. 

The boot sector contains a program, the bootstrap loader, which determines which partition of the hard disk is active, if there is more than one. The bootstrap loader then loads the operating system of the active partition (commonly DOS). If the hard disk only has one partition, the bootstrap loader automatically loads DOS.

Norton’s Programming Guide, p. 46: The bootstrap loader is a routine which is part of the start-up ROM. The bootstrap loader attempts to load a loader from a disk (A: or C). If it can, the loader in turn loads the operating system into RAM. If the ROM bootstrap loader is unable to load a loader, it issues an error message, “No system disk …”.

“Loading” means to transfer data from a storage medium, such as a disk, to working memory.

The first sector also contains information specifying how many operating systems are installed on the hard disk, and where each one is located. 

Excellent discussion in Norton D p. 112-116

· The main directory contains information on the location of the first cluster of every file.

Function of the DOS command MIRROR:

It creates a copy of the boot disk’s Master Boot Record on a floppy disk.

Note that it is impossible to boot from a hard disk (such as CJ if the Master Boot Record is unreadable. 

For further details, see the section “AUTOEXEC.BAT” on p. 30.

How DOS “deletes” files

Floppy disks: The DOS command del (and the Windows equivalent) immediately deletes the files.

Hard disks: The DOS command del does not delete the file, but merely marks it for possible later deletion. As the disk fills up, the file will be deleted if the disks needs the space occupied by the file.

The exact mechanism for hard disks is as follows:

The main directory’s field for the file name can contain one of the following special codes in the first byte:

· 0
this directory entry, and the following entries in this directory, have never been 
used. DOS uses this to recognize the active directory entries, without having to search through the entire directory

· E5
marks a “deleted” file. The DOS command del overwrites the first character of the file name with E5, the code for deletion.

Insert here:

Minasi entire chapter 14, especially:

· p. 463 ff, 466 ff

· p. 467 Background on ...

· p. 477 Boot record

· p. 480

· p. 481
· p. 485 ff

· p. 494 ff

· p. 452 File Unfragmenters

bk. Inside the Norton Utilities

CLASS ACITIVITY:

1. Why do the DOS command undelete and Undelete utilities not show the first character in the name of “deleted” files?

2. Use a file viewer, such as the DOS command debug or the Norton Commander, to view the hard disk’s boot sector, FAT and main directory.

3. What is the maximum size of DOS files, and why?

4. Is there a difference between an inaccessible (“lost”) file and a deleted file?

5. How do you think various utilities (the Norton Utilities, PC Tools) recover “lost” and deleted files?

What does CHKDSK /F do?

Would you be able to recover a “lost” or deleted file by hand if necessary?

1. What does the DOS command UNFORMAT do?

2. What do disk defragmentation programs do? What happens when the power fails during the defragmentation process?

3. How does Windows 95 allow long file names? Why do you think DOS has always limited file names to eight characters?

The FAT

The FAT contains information specifying the location of the subsequent sectors of each file (all except the first). This information is specified using the sequential DOS sectors. If the FAT becomes unreadable because its data is corrupted, the system will not be able to access the affected files. So the FAT is a very important system file. For this reason, each disk contains a backup copy of the FAT.

The FAT can also contain the following special entries:


FFFF

End Of File


FFF7

bad cluster


E5

file “deleted”


FFF0-FFFE
(reserved for future use)

Sample FAT entries; p. 341, 342. Cf. Norton notes, Minasi, p. 342.

The system files are created during DOS formatting. See four pages below, section on “DOS formatting”: “The FORMAT command creates the DOS boot record, FATs, and root directory.”

The files transferred to a disk with the FORMAT /S option are the hidden DOS files IO.SYS, MSDOS.SYS (the kernel of DOS) and the DOS command interpreter COMMAND.COM to a disk. This creates a startup disk which can be used to boot the system. 

Formatting

Low-level formatting (physical formatting):

The disk’s structure is created, with tracks and sectors.

Even though multiple operating systems (DOS, Unix, OS/2, Windows sort of) may be installed on a PC, the low-level formatting determines the size of the sectors for all areas of the hard disk (even those for non-DOS operating systems).

High-level formatting (DOS formatting):

The disk is assigned to a disk operating system. As an example, the high-level formatting transfers operating system-specific system files to the disk.

CHEQUE THIS

Floppies: The DOS command FORMAT does both a low-level and a high-level format.

Hard disk: The low-level format is done with FDISK. The high-level format is done with FORMAT.

Details on the formatting process

Physical, or low-level, formatting is a process whereby 17 sectors are "drawn" on each track,- using magnetism as the "ink." Each sector is then filled with ASCII 229 (the sigma character), overwriting any user data. It's at this level that the interleave factor is set.  This formatting is generally done by the manufacturer.  You cannot low-level format an IDE drive.

The low-level format process not only tests the disk medium itself, but also writes out the sector IDs that will be used by DOS to locate data on the disk. The physical format process matches up a drive and a controller.  Since every controller and drive has its own quirks, this means a controller might not be able to read a disk formatted by a different controller, even if the new controller is the same model as the old one.

You do a physical format for one of four reasons:

1.
You've purchased a new controller or drive.

2.
You experience a large number of disk problems.  Try backing up the hard disk, do a new physical format, create a partition and directory format, then reload your files.  They'll come back.  Recall that sector IDs are laid down at physical format time.  These IDs, like all magnetic images, fade over time. (Ever seen a Sector Not Found error from DOS? That’s what causes it.) You could have a perfectly good disk with old, faint IDs that ends up looking like it's bad.  A new physical format will make it good as new.  As I've said before, it’s a good idea to reformat the drive every year or so.

3.
You wish to experiment with the interleave factor to increase your data transfer rate from your hard disk.  We covered interleave factors in Chapter 10.

4.
You suspect a faulty format, as in a case where a disk is accidentauy

formatted as a 20-MB drive when it's actually a 10-MB drive.

Once I tried to use a rental XT under DOS 3. 1. The XT was delivered to me with the disk formatted under 2. 1 , so I tried to reformat it.  The drive ground a lot and finally told me that it had formatted a 20-MB disk and had found 10 MB of bad sectors.  It was, of course, a 10-MB disk, which in reality had gotten an odd formatting.  I ran a physical format, then created the partition, and did the DOS format; there was no further trouble.

How you physically format is a controller-specific question.  If you have:

· Any XT-type MFM controller other than a Western Digital WD 1 002, WD XT-GEN, or RLL controller: Either use the HDAT program on the utility disk or HFORMAT from the Kolod collection.  Alternatively, your dealer may have included a low-level format program with your disk.

· A WD 1 0023 WD XT-GEN, or an RLL (XT or AT) controller: Each requires its own format program.  It's sitting in the ROM on the hard disk controller, so you need only use DEBUG to activate it. The built-in program is generally at address C800:5 or C800:6.  Adaptec RLL controllers put the program at C800:CCC.  Warning.The procedure I’m about to describe will irrevocably destroy any data on your hard disk drive.  Don't do it unless you've backed up the drive in its entirety!  Load DEBUG with the following command:

C>debug

-G=C800:5

(I've discussed formatting the WD controllers in the earlier section on setting up and using WD XT-type controllers.) You'11 get some kind of prompt, like What interleave factor would you like to use?  The prompts will depend on the manufacturer.  See the documentation that came with the controller.  If you don't have documentation, call the manufacturer's tech support line.

· An MFM AT-type controller: Again, use HDAT or HFORMAT.  Alternatively, the IBM AT Advanced Diagnostics disk includes a low-level format program.

· PS/2 Model 25, 30, or 30/286: You've got to use HFORMAT. It's the only program I know of that seems to format these drives reliably.

· PS/2 Model 50 to 80: If you have a PS/2, there's a low-level for​mat program on the Reference Disk; boot from the Reference Disk.  Once you're at the Main menu, press Ctrl-A and an Ad​vanced menu will pop up.  One option is a low-level format of the PS/2 disk.

Make sure you know how to do physical formats.  If you're responsible for several or many machines, get the instructions and try it out once.  The reason for this is that you want to see all diagnostic procedures on a properly functioning system.  Then you'll know how to spot troubles.

DOS formatting

Finally, you run the DOS FORMAT program.  The FORMAT command creates the DOS boot record, FATS, and root directory - it doesn’t touch the MBR or the user data area. The FORMAT program also does not actually overwrite sectors and physically format hard disks. (Note it does do this for floppies.)

The MBR is created by FDISK.

Disks have five areas:

· The partition record or Master Boot Record (MBR), which is created when executing FDISK. This contains the disk partition information to divide the physical drive into logical drives. On autoconfigure controllers, it also contains a few bytes that describe the disk. It contains information on how many operating systems are on the hard disk, and where they are located. The MBR includes a main boot program that determined which sector is active; it then calls the boot program of the active sector.

The active sector is specified using FDISK.

The MBR resides (under DOS 3.x) on cylinder 0, head 0, sector 1. The remaining 16 sectors on the first cylinder/head are unused.

· The DOS boot record.  Originally, this only contained a snippet code used start booting up the system.  In later versions of DOS, other disk ID information was added.  Among other things, the DOS boot record contains a pointer to the FAT, so if the boot record is damaged, the FAT will look strange to DOS.  The boot record resides on DOS sector 0, which is cylinder 0, head 1, sector 1.

· DOS numbers sectors sequentially starting at cylinder 0, head 1, sector 1. Sectors 2 to 17 of that cylinder/head are the next 16 DOS sectors.  The next group is the 17 sectors on cylinder 0, head 2. Next is head 3, and so on.  To traverse the DOS sectors in order, first increment sectors until you're out of them; next, increment the head numbers until they're exhausted; then increment the cylinder numbers.

· The FAT (File Allocation Table). The FAT is a map of what clusters are associated with what files.  DOS keeps two copies of the FAT, the primary and the secondary.  Note the root directory only has information on the location of a file’s first cluster. The rest of the information on a file’s clusters is located here in the FAT. 

Each entry points to one of the file’s clusters. There are also the following special FAT entries:

FFFF

end of file

FFF7

bad cluster

E5


file “deleted”

FFF0-FFFE
reserved for future use

The very first byte of the FAT (or the first two) have another function. They identify the disk format. The IDs are as follows:

Ab DOS-Version


3.20

3.30

Media Descriptor

F9

FO

Anzahl Schreib-/Lesek.

2

2

Spuren pro Kopf


80

80

Sektoren pro Spur

9

18

Bytes pro Sektor


512

512

Sektoren pro C(uster

2

1

Reservierte Sektoren

1

1

Sektoren pro FAT

3

9

Anzahl der FATs


2

2

Sektoren für Hauptverz.

7

14

Einträge im Hauptverz.

112

224

Gesamtanzaht Sektoren

1440

2880

Freie Sektoren (Daten)

1426

2847

Anzahl Cluster


720

1440

Gesamtkapazität


720 KB

1 5 MB

Kapazität für Dateien

713 KS

1:4  MS

There are two kinds of FATS: a 12-bit FAT, with 4096 12-bit entries, requiring 6K total on the disk for each copy; and a 16-bit FAT, with 64K 16-bit entries, requiring 128K for each copy.  Under DOS 3.x, 4.x, and 5.x, floppies and 10 MB hard disks use the 12-bit FAT, and 20+ MB hard disks use the 16-bit FAT.

· The root directory.  The root directory is the basis of the tree-structured file system.  For each user file on the disk, it contains information on the location of the file’s first cluster. The FAT is then used to find the rest of the file.

It contains the following information on each file:

· the file name


8 bytes

· the file extension


3 bytes

· its attributes


1 byte

· (reserved for future use)

10 bytes

· the date (2 bytes) and time (2 bytes) of the most recent update

· the number of the starting cluster (telling DOS where a file begins)

and the FAT (where the rest of the file is found)

· the file size



4 bytes

There are two special codes for the first byte of the file name:


0

this and all following directory entries have never been 



used. 


E5

file “deleted”

Information on the file attribute byte can be found in Norton, p. 131.

There are 128 entries for a disk with a 12-bit FAT and 512 entries for a disk with a 16-bit FAT.  Entries means room for directory information for a file.  Twelve-bit FAT disks can only have 128 files in their root directories.  Try to create a 129th, and you get an unable to create directory entry error message.  The root directory immediately follows the second copy of the FAT on the disk.

· The data area.  Actual user data goes here.  It follows the root directory.

· IBMBIO.COM or IO.SYS. If the disk is bootable, the first directory entry, and the first cluster, refer to the first hidden file, IBMBIO.COM (for PC-DOS) or IO.SYS (for MS-DOS).

· IBMDOS.COM or MSDOS.SYS. If the disk is bootable, the second directory entry will refer to the second hidden file, IBMDOS.COM (for PC-DOS) or MSDOS.SYS (for MS-DOS).

The system files are the boot record, the FAT and the root directory.

Since the FORMAT program doesn't destroy or overwrite data in the data area*, this implies that formatted hard disks can be recovered.  DOS 5.0 even includes an "unformat' program. 

* See section above on DOS formatting: “The FORMAT program also does not actually overwrite sectors and physically format hard disks.”

There are, incidentally, a few exceptions to this rule.  Earlier versions of AT&T, Compaq, and Unisys MS-DOS actually torpedo the whole disk.  There's no recovery from this.

A Note about Bad Areas

One of DOS's most important jobs is to ensure that unreliable, or "bad," areas on a disk aren't used. The FAT helps DOS avoid these bad areas.

Bad areas have either hard errors or soft errors.  Hard errors are problems in the disk surface itself, so that it cannot record data at all.  This is caused by manufacturing defects or later abuse.  Soft errors occur when some data has faded on the disk to the point where it cannot be read.  The idea is, "If it faded once, it could again, so we'11 cordon off the area and not use it again" (kind of like a hazardous waste dump for your system).  Programs like Norton Disk Doctor or Mace Remedy detect these things.

Hard errors are designated by the system at low-level format time. Low-level format programs can format an area with a specific code that will upset the DOS FORMAT program when FORMAT does its quick sector scan. When FORMAT can’t read the sector, it marks it as bad in the FAT.

Soft errors, on the other hand, can allow FORMAT to read the sector just fine, so a cluster previously marked bad might not be remarked on a subsequent format. Soft errors, you’ll recall, don’t always show up when tested.

The fact that FORMAT hasn’t remarked all of the bad areas as bad leads some people to think that they can get rid of bad sectors by just reformatting the drive. All that does is erase DOS’s information about where bad areas exist, which is not a great idea. 

Low-level formatting, on the other hand, might help a failing drive, for reasons I’ve already mentioned. (Low-level formatting rewrites the sector ID numbers, which may have become demagnetized over time.)

BIOS

Basic BIOS facts

Emphasis the following basic facts:

1. What BIOS does. It regulates the specifics of I/O handling for the given, specific standard hardware devices, such as keyboard, monitor, mouse, HD, FDD. This allows the software to be abstract. The software does not want to have to worry about minute specifics of the keyboard, etc. It simply wants to be able to issue general commands such as “Get the next keypress”.

This reason for this, of course, is that the PC uses open architecture. The producer of application software has no idea what kind I/O equipment the user will have. And it would be very impractical to have to write a separate version of each program for specific I/O configurations; there are thousands of possible combinations.

It is very important for software to be portable. That means that it can be used on many PCs with many varying configurations. BIOS makes this possible.

The BIOS, being very hardware-specific, is the component of the PC that knows, for example, “A pause of 173 milliseconds is required between reading two sectors of the floppy disk”, and it inserts the pause.

2. DOS has some equivalent functions of its own for BIOS functions. Also, some programs handle I/O operations themselves. Thus, there are three ways of handling I/O:


use the BIOS routine


use the DOS routine


create a custom routine

There is a discussion on p. 9 (“Programs can intercept keypresses, and ignore the BIOS keyboard routine, as follows”) on how to disable BIOS routines. BIOS vs. DOS routines: See discussion below (“How are the DOS utilities different than ROM-BIOS utilities?”) in section on DOS.
3. BIOS is a chip on the motherboard. It relates to the exact, specific hardware on the motherboard. 

4. Since exotic hardware expansions not on the motherboard (such as scanners) are not part of the standard hardware setup of a PC, many such expansions include their own BIOS extensions.

The extended BIOS is checked for and added in during bootup. See discussion below (“During initalization,...”).

Some hardware may not include a BIOS extension, but simply a Windows driver. The difference is this:

BIOS can be extended for standard I/O devices. The extended BIOS can be located at any 2 kb boundary in memory blocks C, D or E.

Exotic I/O devices must be controlled by their own software drivers.

The fundamental similarity between BIOS and drivers is that both are for specific devices, and thus allow software to be portable (=independent of any specific hardware).

Note that BIOS is fundamentally hardware, while drivers are software.

Advantages and disadvantages...

Explain how it is possible to extend the BIOS without adding a second chip.

During initalization*, the standard BIOS searches memory blocks C, D and E for entries containing 55AA, meaning “have extended BIOS here”. If it finds any such entries, it delegates control to the extended BIOS. The latter initializes its devices and adds itself to the standard BIOS.

For example, a ROM-BIOS extension for a new kind of display adapter might change the interrupt vector for video services to direct them to the ROM-BIOS extension on the video board, rather than to the primitive ROM-BIOS video routines.

When the ROM-BIOS extension is initialized, it passes control back to the main ROM-BIOS, and the computer proceeds in the usual way. Now, however, new equipment and new ROM-BIOS support for that equipment has been added.

The “new” SVGA video modes are only available on the video board’s ROM BIOS.

* A classical example of why you must reboot after installing an new I/O device.

5. BIOS updating/upgrading is possible only via the motherboard manufacturer (reason = item no. 1 above), and only with flash BIOSes. Explain what a flash BIOS is (such as Dell). What are some reasons why a manufacturer might issue a BIOS upgrade/update ? (improved, faster routines, some bugs eliminated, etc.)

6. ROM is slow, while RAM is fast. For performance reasons, most PC manufacturers therefore load the contents of the ROM BIOS into RAM when the system boots up. This is known as shadowing; the RAM used is known as shadow RAM. Shadowing can be enabled and disabled in the CMOS setup program.

When would a user notice that the BIOS chip is not functioning properly?

BIOS is reentrant code. It can be processing one interrupt request, then stop work on it because an interrupt request occured with higher priority. For reentrant code, data & status information are stored in the stack.

ROM-BIOS parts

1. Boot routines

    a. POST

    b. initialization       for basic I/O

2. Hardware interrupt handling. This takes care of the hardware interrupts.

3. Utility handling  = execution of the BIOS utilities
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